
ORIGINAL RESEARCH

Received: 11 August 2025 / Accepted: 3 November 2025
© The Author(s) 2025

Extended author information available on the last page of the article

Classification-based policies for the online on-demand 
warehousing problem

Alessio Sclafani1 · Simona Mancini1,3  · Sara Ceschia2 · Antonella Meneghetti2 · 
Margaretha Gansterer3

Annals of Operations Research
https://doi.org/10.1007/s10479-025-06939-4

Abstract
In a dynamic global economic landscape, logistics companies have to be able to respond 
quickly and flexibly to changes in demand. This is where the concept of On-Demand 
Warehousing (ODW) comes in; an emerging approach that promises to revolutionize the 
way companies manage their warehouse space. This approach allows companies with 
temporary excess capacity to offer their space to others, who want to cover short-term 
demand peaks. By this, this concept provides advantages over traditional models, such 
as dedicated storage facilities or long-term leasing. However, the dynamic nature of this 
system presents unique challenges, especially in terms of matching customer requests with 
available storage in real time. Unlike offline models, where future demands are known or 
estimated, the Online ODWP requires decisions to be made without prior knowledge of 
upcoming requests. Our work addresses online ODWP by proposing an innovative meth-
odology that integrates Machine Learning methods with sequential stochastic optimization 
to enhance decision making processes in real time. In an extensive computational study, 
we show that the newly proposed approach outperforms state-of-the-art heuristics and 
yields near optimal solutions within very short run times. Detailed algorithmic analyses 
as well as managerial insights are derived. We, for instance, provide decision guidelines 
for platform providers facing acceptance or rejection decisions on dynamically arriving 
storage requests.

Keywords  On-demand warehousing · Online optimization · Classification

1  Introduction

In the ever-changing global economic landscape, manufacturing companies face increas-
ingly complex challenges to remain competitive. One of these challenges is logistics man-
agement, particularly the ability to respond quickly and flexibly to changes in demand. This 
is where On-Demand Warehousing (ODW) comes in. It is an emerging model that promises 
to revolutionize how companies manage their warehouse space. In this context, three main 
types of actors interact on the platform. Customers are companies that need temporary stor-
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age capacity but prefer not to invest in building or renting it themselves; they pay a fee to the 
platform, which can be either a flat rate or based on individual matches. Service providers 
operate the platform, connecting customers with suppliers. They earn a fee from facilitating 
transactions, which can be either fixed or match-based, and are not exposed to inventory 
risk since they do not own the storage capacity. Suppliers are companies with excess stor-
age capacity that would otherwise remain unused. By offering this capacity through the 
platform, they can reduce their sunk costs or generate additional revenue. Suppliers may 
also include companies that do not need storage themselves but seek to offer capacity on 
the market. Our model is designed to optimize decisions from the service provider’s per-
spective and is applicable across all these scenarios. This approach allows companies with 
temporary excess capacity to offer their space to others facing short-term peaks in demand, 
providing advantages over traditional models such as dedicated storage facilities or long-
term leasing. ODW introduces several benefits, including granularity in both capacity and 
commitment, and scalability in terms of access and location, making it a flexible solution 
for modern logistic challenges (Pazour & Unnu, 2018). However, the dynamic nature of this 
system presents unique challenges, especially in terms of matching customer requests with 
available storage in real time. Unlike offline models, where future demands are known or 
estimated, the Online ODWP (OODWP) requires decisions to be made without prior knowl-
edge of upcoming requests (Ceschia et al., 2024). Each request must be evaluated based 
on its duration, capacity requirements, time until service, and compatibility with available 
suppliers. The goal is to maximize the number of successful transactions while minimizing 
resource wastage and inefficiency.

Our work addresses OODWP by proposing an innovative methodology that integrates 
Machine Learning (ML) algorithms with sequential stochastic optimization to enhance deci-
sion-making processes in real time. Specifically, classification algorithms are employed to 
predict whether customer requests should be accepted or rejected, while - in a second stage 
- resource allocation decisions are taken. Unlike traditional methods for solving stochastic 
optimization problems that rely heavily on complex scenario simulations (Hentenryck et al., 
2010), this study introduces the concept of an oracle that generates training data under the 
assumption of perfect information. This data is then used to train ML models, which gener-
ate classifiers for decision-making policies. Using these, large-scale and dynamic stochastic 
problem settings can be tackled efficiently.

Our approach represents a significant advance over existing solutions. Although heuristic 
methods provide quick solutions for online matching problems, they often lead to subop-
timal allocations in dynamic settings due to a lack of foresight. This study progresses this 
concept by incorporating predictive models that guide decision making based on the cur-
rent system states and the potential outcomes of present decisions on future scenarios. This 
look-ahead capability, enabled by ML, improves the efficiency and robustness of allocation 
policies. Hence, this work does not merely solve a logistical problem, but it offers a vision 
of how ML can be leveraged to solve practical resource optimization problems in uncertain 
and dynamic environments. We show that the proposed ML-based framework is superior to 
traditional techniques presented in, e.g., Ceschia et al. (2024) both in terms of computational 
efficiency and quality of results.

The contribution of our study can be summarized as follows.

	● We develop ML-based decision models that leverage high-quality training data gener-
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ated by oracle solutions. These models (i.e., classifiers) are designed to predict optimal 
acceptance and rejection decisions, significantly improving resource allocation efficien-
cy. One of the most interesting findings from this research is that the accuracy of the ML 
model in replicating oracle decisions, is not the determining factor in improving sto-
chastic optimization performance. On the contrary, what is crucial is the model’s ability 
to minimize the impact of decision errors (with respect to oracle solutions obtained with 
perfect information) on the solution of the stochastic optimization problem.

	● The proposed ML-based decision framework is not only specifically suited to solve 
OODWP, but can be used as a tool to efficiently solve online stochastic combinatorial 
optimization problems, providing a general and significant methodological contribution.

	● We present extensive computational experiments that benchmark the performance of 
these ML-based methods against traditional heuristic approaches, where we demon-
strate superiority - especially for large-scale, real-world instances - of the newly pro-
posed approach.

	● We derive several managerial insights related to the characteristics of requests that are 
typically rejected in optimal solutions, providing valuable guidelines for better accept-
ance strategies in practice.

The remainder of this paper is structured as follows. Section 2 reviews the relevant literature 
on OODWP and online decision-making problems in general. In Sect. 3 we give details on 
the problem setting, while in Sect. 4 we present the methodology of our work. The com-
putational study is given in Sect. 5, where also managerial insights are presented. We sum-
marized our findings in Sect. 6 and point interested readers to future research challenges.

2  Literature review

With the development of information technology, the usage of online platforms to match 
customers’ demand and suppliers has caught on several fields, as shown by the increasing 
number of papers on this topic. In Park et al. (2023), the authors studied how to improve the 
efficiency of an online platform matching trucks with freight movement requests, while Lau 
and Li (2021) deal with a B2B online transportation matching platform, to match shippers 
with transportation companies. In Liu et al. (2022), Ackermann and Rieck (2023), Meshkani 
and Farooq (2023) and Gao et al. (2024) ride-hailing matching platforms are analyzed. In 
Lin et al. (2021) the problem of matching home healthcare requests with caregivers and 
nurses providing specific services is addressed. Since in this paper we deal with on-demand 
warehousing aiming at matching storage requests with capacity suppliers, our literature 
review is focused on this application.

On-Demand Warehousing (ODW) has gained attention from the research community 
quite recently. Early studies focused on defining the peculiarities of the ODW model with 
respect to traditional warehousing ones. The three main dimensions of capacity granularity, 
commitment granularity, and access scalability are identified in Pazour and Unnu (2018). 
The totally variable pay-as-you-go cost structure of on-demand warehousing compared to 
the high fixed costs of investments or long-term lease contracts is analyzed in Unnu and 
Pazour (2019). A classification of operating platforms based on the range of offered services 
is proposed in Tornese et al. (2020), moving from basic storage services offered by level 0 
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platforms to additional order fulfillment, pallettization, transportation, and inventory track-
ing of level 1, and finally to consultancy and KPIs monitoring offered by level 2 ones. The 
business model analysis of the first on-demand warehousing platform in Greece is proposed 
in Parodos et al. (2022). More recently, an exploratory analysis based on multiple case stud-
ies of ODW platforms has been presented in Elia et al. (2024), focusing on their value pro-
posal for lenders and customers and providing a picture of the current market with a focus 
on the latest evolution of the ODW model.

Moving to optimization models, a research stream investigates how to integrate ODW 
with conventional storage and distribution systems. This is considered the preliminary deci-
sion for suppliers and customers before accessing an ODW platform. The proportion of 
storage capacity to be allocated to ODW versus private use over time is determined in 
Shi (2021), by introducing a mathematical formulation and discussing theoretical prop-
erties of the problem. Unnu and Pazour (2022) develop a multi-period facility location 
model involving self-distribution, 3PL/rental, and ODW. A Mixed Integer Linear Program 
(MILP) assesses location-allocation decisions while capturing the different commitment 
granularities, capacity expansion-reduction policies, and cost structures of the three distri-
bution center types. Results indicate that a hybrid network adopting both ODW and tradi-
tional distribution centers reduces distribution costs while optimizing capacity utilization. 
Due to the limitations of MILP in solving large-scale problems, the authors later propose 
a heuristic to address larger instances, especially those involving dispersed facilities and 
variable commitment periods (Unnu & Pazour, 2023). An MILP model for redesigning a 
multi-period distribution network is proposed in Correia and Melo (2022), where temporary 
warehouse leases are introduced as a flexible strategy to adjust storage space according to 
market fluctuations. Their findings suggest that ODW provides greater flexibility and scal-
ability than traditional warehouse leasing contracts. Demand and supply uncertainties and 
the property of commitment when designing an e-commerce supply chain are considered in 
Junhyeok Lee (2024), developing a two-stage stochastic programming model. Experiments 
involve a self-owned single-located warehouse, a set of ODW facilities, and a single emer-
gency warehouse with higher holding and transportation costs. The results highlight the role 
of ODW in reducing supply chain costs. Demand and supply uncertainties and commitment 
property are simultaneously considered in e-commerce supply chain design by develop-
ing a two-stage stochastic programming model. A self-owned single-located warehouse, a 
set of on-demand warehouses, and an emergency storage facility with higher holding and 
transport costs are considered in the experiments. The results highlight the role of ODW in 
reducing supply chain costs, with effects similar to flexibly expanding the capacity.

Adopting the platform’s perspective, research is devolved to matching suppliers with 
customers. In Zhong et al. (2020) customers’ sensitivity to platform congestion and response 
time is considered during the acceptance decision process. Various strategies to maximize 
the platform profit are explored, but optimization models are not proposed to support the 
analysis. Online matching for two-sided platforms is considered in Aouad and Saban (2023), 
where requests are dynamically processed as soon as they arrive, offering customers a set 
of possible alternatives to be selected. However, the drawback of a client-centered approach 
is that it can lead to suboptimal matches for the platform, yielding a loss of potential profit. 
In Ceschia et al. (2023), a mixed system has been proposed, which adopts a platform-based 
approach but also aims at satisfying a larger number of clients. Their goal is to maximize 
the number of transactions achieved when fulfilling customers’ requests in a given time 
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horizon. It is maximized by balancing future participation and profits. The preservation of 
satisfaction for both customers and suppliers is, in fact, introduced as the second term in 
the hierarchical objective function. A mathematical integer programming formulation and 
an effective matheuristic are proposed to solve the problem. From this offline version, in 
which acceptance and assignment decisions are made after all the requests have been col-
lected, the authors moved to the online setting in Ceschia et al. (2024), where dynamically 
arriving requests by customers must be rapidly assigned to suppliers with no information on 
future requests. The objective is to accept and assign as many customer requests as possible. 
The decision process is formulated as an online optimization problem for which the authors 
propose a greedy heuristic based on the computation of a risk indicator associated with each 
request assignment. This approach has been compared with general-purpose methods, based 
on the Online Stochastic Combinatorial Optimization (OSCO) framework, introduced by 
Van Hentenryck et al. (2009). The latter are shown to be not suitable for large instances. On 
the contrary, the newly proposed risk approximation-based approach, which relates rejec-
tion or acceptance of incoming requests to the possible creation of capacity holes, which are 
difficult to fill in the future, outperforms other greedy techniques.

The exploitation of Machine Learning (ML) approaches to solve stochastic optimization 
problems has gained increased attention in the last few years. Reinforcement Learning have 
been broadly applied in the solution of dynamic stochastic vehicle routing problems, as 
reported in the survey of Hildebrandt et al. (2023). Fejinger and Larsen (2019) exploit ML 
techniques that learn from full solutions of two-stage stochastic problems to predict solu-
tions of the second stage of the addressed problem. A similar technique has been applied by 
Abbasi et al. (2020) but only to predict first-stage variable values. Conversely, Larsen et al. 
(2022) use ML to predict second-stage recourse costs to guide the selection of the first-stage 
variables. Yilmaz and Büyüktahtakin (2024), instead of training ML methods on solutions 
of stochastic models, propose to use solutions of simple and quick-to-solve deterministic 
problems. Wu et al. (2021) use a conditional variational auto-encoder to predict the objec-
tive function’s value. Silva et al. (2023) present a deep reinforcement learning method to 
address a stochastic last-mile delivery problem with crowdshipping. Crespo-Vazquez et al. 
(2018) and Jiang et al. (2021) exploit clustering algorithms for scenarios bundling. Ben-
gio et al. (2020) use ML techniques to create a more representative deterministic scenario, 
to be solved alternatively to the stochastic program, while a Random Forest algorithm is 
exploited in Goerigk and Kurtz (2025) to identify relevant scenarios in robust optimization.

Unlike all the above-mentioned methods, our method does not need to analyze full solu-
tions of sequential optimization problems to train the ML classifier; instead, it learns from 
single decisions, even taken from different instances. This allows reducing the number of 
sample instances to be solved for the training phase, exploiting the fact that common situa-
tions may arise for different instances and that each decision depends on the current state of 
the system and not on the set of past decisions that led the system to that state. This allows 
to connect the decision only to the current state and to the incoming stochastic information, 
neglecting the past and, consequently, simplifying both the learning phase and the decision 
process, which is particularly useful in online optimization problems where the number of 
decision epochs is generally very high compared to classical multi-stage optimization.
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3  On-demand warehousing problem

The OODWP can be modeled as a dynamic stochastic optimization problem, where cus-
tomer requests arrive dynamically and must be immediately assigned to available suppliers 
without the possibility to revise decisions. The main challenges arise from the stochastic 
and sequential nature of the problem: the platform has no information about future requests 
at the time of acceptance or rejection of current requests. Decisions, therefore, have to be 
made under uncertain conditions, taking into account various factors such as the duration 
and capacity consumption of requests, the starting time of requests, and the compatibility 
between requests and suppliers. In this context, effective resource management is crucial to 
maximize the number of successful transactions while satisfying the needs of both suppli-
ers and customers to maintain high participation in the platform. In the following, we first 
present the formal definition of the offline problem (ODWP), before describing the online 
version (OODWP).

3.1  The offline problem

The ODWP has been mathematically formulated by Ceschia et al. (2023). It is defined by 
time slots T, storage capacity suppliers K, and requests I.

Each supplier k ∈ K submits to a central ODW platform (from now on, referred to as 
the platform), its storage space available Qkt for each time slot t ∈ T . Then, the platform 
receives a set of requests from a set of customers i ∈ I , each of which is characterized 
by a demand qi and a time frame τi ∈ [τ start

i , τend
i ]. From these data, q̂it can be com-

puted, which is equal to qi for the time slots included in the time frame τi and 0 otherwise, 
which represents the quantity of space required by request i ∈ I  in each time slot t ∈ T . In 
addition, the compatibility relationship between each request/supplier pair is specified by 
parameter φik, which is equal to 1 if request i can be assigned to supplier k and 0 otherwise. 
The goal of the problem is to allocate a subset of requests I to suppliers K, such that the 
capacities of the suppliers are not exceeded in any time slot, and the number of accepted 
requests is maximized.

It is worth noting that the model proposed by Ceschia et al. (2023) includes a more 
complex objective function designed to balance both customer and supplier satisfaction. 
However, the authors demonstrate that this balance can be effectively achieved by maxi-
mizing the total number of accepted requests, as this objective indirectly increases the sat-
isfaction of both parties. Following this rationale, in the simplified version of the problem 
considered here, we adopt the same principle and define the objective as the maximization 
of the number of accepted customer requests. The mathematical programming formulation 
proposed by Ceschia et al. (2023) is an extension of the Temporal Knapsack Problem, that 
associates with each customer i and supplier k a binary decision variable yik, having value 1 
if the request of customer i is allocated to supplier k and 0 otherwise, and the binary decision 
variable xi with value 1 if the request of customer i is served and 0 if it is rejected by the 
platform. The integer programming model can be expressed as follows.

	
max z =

∑
i∈I

xi � (1)
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∑
i∈I

q̂ityik ≤ Qkt ∀k ∈ K, t ∈ T � (2)

	

∑
k∈K

yik = xi ∀i ∈ I � (3)

	 yik ≤ φik ∀i ∈ I, k ∈ K� (4)

	 xi, yik ∈ {0, 1} ∀i ∈ I � (5)

The objective function  (1) maximizes the number of accepted customer requests, while 
constraint (2) ensures that available capacities are not exceeded. In constraint (3), the two 
assignment decisions are connected, while compatibility between customers and suppliers 
is defined in constraint (4). Variable domains are given in (5).

3.2  The online problem

The online version of the problem, the OODWP, can be modeled as a dynamic stochastic 
optimization problem, where customer requests arrive dynamically and must be immedi-
ately assigned to available suppliers (Ceschia et al., 2023). A decision cannot be revised. 
The main challenges arise from the stochastic and sequential nature of the problem: the 
platform has no information about future requests at the time of acceptance or rejection of 
current ones. Decisions, therefore, have to be made under uncertain conditions, taking into 
account various factors, such as the duration and capacity consumption of requests, the 
starting time of requests, and the compatibility between requests and suppliers. Hence, the 
effective management of resources is crucial to maximize the number of successful transac-
tions, while satisfying the needs of both suppliers and customers to maintain high participa-
tion on the platform.

Let us consider a platform operating in real-time and, therefore, processing customer 
requests as soon as they arrive. Requests are not known a priori but are revealed over time. 
The arrival of a new request defines a new epoch in the decision process: each epoch e cor-
responds to the arrival of request ξi from customer i. Hence, there is a one-to-one correspon-
dence between epochs and requests. The set of requests is defined as an ordered sequence 
ξ = [ξ1, . . . , ξI ], each one arriving at epoch e. Note that epochs can have different lengths, 
this means that the time intervals between two consecutive arrivals (i.e. epoch e and e + 1) 
are not constant. In practice, some customer requests may appear seconds apart, others min-
utes or hours apart, depending on the dynamics of the demand in the system. In detail, in 
epoch e, requests ξi = [ξ1, . . . , ξi] are known, those of customers 1, . . . , i − 1 have already 
been processed by the system, and the platform must decide whether to accept or not the 
request ξi, and, in case of acceptance, to which supplier to allocate it.

The state µe of the system at epoch e, i.e., at the moment in which request ξi arrives, is 
defined by the residual capacity for each supplier on each future day. The decision to make 
in epoch e, χe, consists of assigning the request ξi to a supplier k, or rejecting it. The reward 
obtainable by a decision is equal to 1 if the request is accepted, while it is equal to 0 in case 
of rejection. Note that the reward obtained does not depend on the supplier assigned to the 
request. The transition phase from state µe to state µe+1, consists of the updating of the 
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residual capacity of the supplier k, to which request ξi has been assigned, according to the 
capacity absorbed by ξi. In case of a rejection of request ξi, the system state at epoch e + 1 
coincides with that at epoch e. The stochastic information revealed at epoch e + 1 consists 
of the newly arrived request ξi+1.

4  Machine learning-based decision framework

The approach proposed in this work aims to improve the performance of existing decision 
making policies by using ML models to predict which requests to accept or reject. In a sec-
ond stage, resource allocation decisions are made by a deterministic allocation policy. This 
integration allows informed decision making and potentially improves online policy perfor-
mance. Specifically, the ML-based methods are trained on data collected by the oracle solu-
tions, i.e., the solutions of a subset of instances for which we are supposed to have perfect 
information on future requests. The oracle model corresponds to the deterministic model for 
the offline problem, presented in Sect. 3.1.

Each single request is considered as a separate record characterized by several features 
and a binary target class, where 1 indicates that the oracle has accepted the request, and 0 that 
it has been rejected. Different classification methods are trained on the same set of instances, 
yielding different ML-based trained classifiers. These are then applied to instances of the 
online problem (see Sect. 3.2), for which the information about request arrivals is not known 
a priori. Each time the platform receives a new request, the trained classifier is applied to 
take the acceptance or rejection decision. In case of acceptance, the selection of the sup-
plier to which the request should be assigned is performed following a given deterministic 
resource allocation rule. This second-stage rule does not rely on learning but follows a fixed 
priority such as choosing the supplier with the most available space. The overall decision 
process is depicted in Fig. 1.

Fig. 1  Sketch of the decision process
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4.1  Training set creation

To ensure that a sufficient variety of instances and situations is considered and to avoid 
overfitting the ML models, we select instances with different sizes and characteristics for the 
training process. Furthermore, we run each instance with three different objective functions, 
which are described below.

Maximization of the number of accepted requests The objective function prioritizes 
capacity utilization without considering the specific demand or duration of requests. It is 
formulated as

	
max z =

∑
i∈I

xi. � (6)

Maximization of the demand-time product of accepted requests In this case, we aim to 
optimize the product of the demand (qi) and the duration (li = τendi

− τstarti ) of each 
accepted request. Hence, we prioritize requests that require more space and time, effectively 
maximizing the overall "load" on the storage system. By this, we evaluate the impact of 
accepting fewer but more resource-intensive requests. The objective function is formulated 
as

	
max z =

∑
i∈I

qilixi.� (7)

Maximization of the demand-time product of accepted requests with an additional fixed 
factor The third objective function builds on the previous one, but adds a fixed factor f 
to the demand-time product. This factor represents a consistent revenue stream, such as a 
flat fee charged per fulfilled request. By incorporating this additional factor, we consider 
both the load of the storage system and the potential revenue generated, providing a more 
comprehensive view of platform profitability. Hence, we evaluate platform behavior if both 
operational efficiency and consistent revenue generation are prioritized. The objective is 
formulated as follows.

	
max z =

∑
i∈I

(qili + f)xi� (8)

For each objective function, the oracle solves the ODWP on various instances, generating 
data that reflect the specific prioritization dictated by the objective function. This process 
results in three distinct datasets, each capturing different aspects of the platform’s perfor-
mance based on the chosen strategic focus, while all constraints remain the same.

The optimal solutions the oracle model provides are exploited to generate the training set 
for the ML models. Each request within such an oracle solution is considered as a separate 
record, for which two types of features are reported: (i) the characteristics of the request, 
such as size and duration, and (ii) the state of the system at the moment the request is 
received by the platform. Finally, there is the target class, Status, which is a binary value 
assuming a value of 1 if the request has been accepted and 0 if it has been rejected.
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The characteristics collected on the extracted datasets are designed to capture the key 
aspects influencing the success of allocations. Obviously, it is crucial that the extracted 
features are informative and relevant for the classification to ensure that the ML models can 
learn meaningful patterns that effectively guide online decision-making. By analyzing these 
variables, the goal is to understand how different aspects of the requests and the overall 
system state affect the oracle’s decisions, thereby enabling the ML models to replicate and 
optimize these decisions in real time. The following features describe the attributes of each 
request.

Status xi This binary feature indicates whether a specific request i was accepted (xi = 1) 
or rejected (xi = 0). It serves as the target variable in the classification task, helping the ML 
models learn what factors lead to successful allocation.

Quantity qi This feature gives the amount of storage space for each time slot τi requested 
by customer i. This feature directly impacts the feasibility of allocating the request within 
the available capacity of the suppliers.

Duration li This feature describes the number of time slots needed for a specific request. 
It is calculated by li = τendi

− τstarti .
Time span TSi By this feature, we capture the difference between the requested start time 

and the actual arrival time of a request.
The proposed framework uses the following features to describe the overall condition 

and availability within the warehousing system at the time of arrival of a request.
Number of compatible suppliers |ϕi| =

∑
k∈K ϕik This feature counts the number of 

suppliers k that are compatible with customer i, as determined by the compatibility param-
eter ϕik. A higher number of compatible suppliers increases the likelihood of successfully 
fulfilling the request.

Available capacity of compatible suppliers CCSi, where CCSi =
∑

k∈K Qkτstarti
ϕik 

This feature sums the available storage capacities of all suppliers k that are compatible with 
request i at the start time τstarti  of request i.

Average risk score s̄i This feature is derived from the Risky Heuristic presented in 
Ceschia et al. (2024). The risk score quantifies the risk associated with assigning a request 
to a supplier. For each potential assignment, the algorithm calculates a score that reflects 
the likelihood of creating unused or poorly utilized capacity holes, known as “risky areas”.

These risky areas could result from small residual capacities that are difficult to fill with 
future requests or from time intervals that are too short to accommodate new requests. In 
Fig.  2, a graphical representation of risky areas is provided. Suppose the newly arrived 
request (dark blue) is allocated as recommended. In that case, three risky areas (red) are 
produced either due to limited capacity or due to proximity to currently assigned ones (light 
blue), leaving only a small amount of available time slots in between. Grey areas represent 
free capacity not considered when taking the current request decision, as they are either 
too far from ξi or separated by another request, thus having no interaction with the current 
request. The risk score for each assignment is computed, and the average risk score is then 
determined by averaging the risk scores across all compatible suppliers. For details on risk 
score calculations, we refer to Ceschia et al. (2024).

A lower average risk score s̄i indicates a more favorable assignment, suggesting a lower 
likelihood of creating inefficient or unusable capacity. By focusing on the average risk score 
across all compatible suppliers, the algorithm ensures that the assignment decision is not 
only optimal for a single supplier but also considers the overall system efficiency. This 
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approach allows the oracle to prioritize assignments that minimize potential risks, presum-
ably leading to a better resource utilization and increased profitability.

The instances given as input to the oracle are picked from the test bed described in 
Sect. 5.

4.2  Machine learning methods

This subsection describes the ML classification models used to predict whether a storage 
request should be accepted or rejected within the context of the OODWP. We adopt a pre-
diction-focused learning approach, because the labels used for training represent the actual 
decisions taken by the oracle, rather than the underlying problem parameters. In this setting, 
the learning task consists of replicating these decisions based on observable features, which 
is in line with supervised classification approaches. Unlike decision-focused approaches, 
where models are trained to predict parameters that are fed into an optimization model 
(Mandi et al., 2024), here the goal is to imitate the decision outcomes directly based on 
high-quality decisions computed offline.

A 5-fold cross-validation technique is used during model training to evaluate generaliza-
tion performance (Refaeilzadeh et al., 2009). The dataset is divided into 5 subsets, with 4 
used for training and the remaining one for validation. This process is repeated 5 times, 
ensuring each subset serves as the validation set once. Cross-validation helps to ensure the 
models’ robustness and reduces the risk of overfitting. Hyperparameter tuning is performed 
using a grid search strategy (Bergstra et al., 2011), where different combinations of hyperpa-
rameters are systematically evaluated to identify the optimal configuration for each model. 
The primary goal is to maximize accuracy.

Decision Trees (Tree xL) Decision Trees are models that recursively split the data into 
subsets based on feature values, forming a tree structure that can be used for classification 
(Breiman et al., 2017). The hyperparameters tested are: (1) max_depth, which controls 
the maximum depth of the tree, (2) min_samples_split, which specifies the mini-
mum number of samples required to split an internal node, and (3) min_samples_leaf, 
which sets the minimum number of samples required to be at a leaf node.

Fig. 2  An example of risky areas as shown in Ceschia et al. (2024)
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k-Nearest Neighbors (KNN) KNN is a non-parametric method that classifies a request 
based on the majority class among its nearest neighbors in the feature space (Altman, 1992). 
The hyperparameters tested are (1) n_neighbors, which is the number of neighbors to 
use, (2) weights, which is a method for weighting the neighbors, and (3) p, which is the 
power parameter for the Minkowski distance metric.

Logistic Regressions (Logit) Logistic Regression is a well-known statistical model that 
applies a logistic function to model the probability of a binary outcome, making it suitable 
for binary classification tasks (Hosmer Jr et al., 2013). The hyperparameters tested are (1) 
C, which is the inverse of regularization strength, where smaller values indicate stronger 
regularization and (2) solver, which is an optimization algorithm used for optimization.

Support Vector Machines (SVM) SVM is a powerful supervised learning algorithm used 
for both classification and regression tasks Cortes and Vapnik (1995). It works by finding 
the optimal hyperplane that maximally separates different classes in the feature space. The 
hyperparameters tested are (1) C, which is a regularization parameter which controls the 
trade-off between achieving a low error on the training data and maintaining a large margin 
between classes (smaller values indicate stronger regularization) and (2) kernel, which 
is a function that transforms the data into a higher-dimensional space to handle non-linear 
relationships.

Random Forests (RForest) Random Forests are an ensemble learning method that builds 
multiple decision trees and combines their outputs to improve predictive accuracy and con-
trol overfitting (Liu et al., 2012). The hyperparameters tested are (1) n_estimators, 
which is the number of trees in the forest, (2) max_depth, which is the maximum depth of 
each tree, (3) min_samples_split, which is the minimum number of samples required 
to split an internal node, and (4) min_samples_leaf, which is the minimum number of 
samples required to be at a leaf node.

Gradient Boosting (GBoosting) Gradient Boosting is an ensemble technique that builds 
models sequentially, where each new model attempts to correct the errors of the previous 
ones (Friedman, 2001). The hyperparameters tested are (1) n_estimators, which is the 
number of boosting stages to be run, (2) learning_rate, which is the step size at each 
iteration while moving toward a minimum of the loss function, and (3) max_depth, which 
is the maximum depth of the individual trees.

4.3  Allocation policies

Once a request is accepted, one of the following allocation rules is applied.
Risky heuristic This policy is proposed by Ceschia et al. (2024). It allocates the request 

to the supplier with the lowest risk score sk, which indicates the least potential for creating 
underutilized capacity, i.e., it selects the least risky assignment.

Minfit This policy allocates the request to the supplier with the smallest available capac-
ity Qkt that can still fulfill the request qi. This policy aims to minimize unused residual 
capacity, optimizing space utilization.

Maxfit This policy allocates the request to the supplier with the most extensive available 
capacity Qkt that can fulfill the request qi. This approach aims to preserve smaller capacity 
slots for future requests that may be more difficult to accommodate.

Each of these rules operates on the subset of suppliers that are compatible with the cur-
rent request. If no suitable supplier is found, the request is rejected.
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5  Computational study

The first analysis aims to compare the performance of the ML-based decision framework 
with different underlying ML methods. As the objective function, we use maximizing the 
number of accepted requests (6), as it is also used in Ceschia et al. (2024). However, we 
examine all three allocation rules (Risky, Minfit, and Maxfit) in order to determine the best 
combination of the method and the allocation policy.

The second analysis addresses the accuracy of ML methods, expressed as the percentage 
of correctly replicated decisions compared to the oracle solution.

The third analysis compares the ML-based decision framework against state-of-the-art 
heuristics for OODWP and aims to generate valuable managerial insights. In particular, we 
identify profiles of rejected requests to determine which characteristics are decisive when 
rejecting or accepting requests. To that end, we solve the problem with different objective 
functions and the best settings identified in the previous two parts of the computational 
study.

5.1  Test bed

The solution methods are trained on the instances proposed by Ceschia et al. (2023). The 
test bed consists of 150 instances generated by varying the planning period |T| (28, 56, and 
84 time slots, corresponding to 4, 8, and 12 weeks, respectively), and the expected num-
ber of customers |I| (25, 50, 100, 250, 500). The number of capacity suppliers is fixed to 
|K| = 10. The compatibility matrix between customers and suppliers is generated with a 
density of 0.9.

The parameters create a full factorial design, resulting in 15 distinct classes of instances, 
labeled A through O. Each class consists of 10 instances. These instances are then split into 
2 datasets based on the number of customers: Dataset 1 (classes A-I), which includes up to 
100 customers, and Dataset 2 (classes J-O), which contains between 250 and 500 customers.

The main features within each class are summarized in Table 1. We report the minimum 
and the maximum values for customers and requested daily occupancy.

For the training set, 7 instances are selected providing a mix of small, moderate, and 
large customer demands, as well as different lengths of the planning periods. Each instance 
is solved by the oracle with all 3 objective functions (see Sect. 4.1).

The ML methods are implemented in Python starting from the scikit-learn libraries and 
are run under a MacBook Air equipped with a processor i5 dual-core 1.3Ghz with 4GB of 
RAM.

Each instance is solved with each of the three different objective functions proposed. In 
summary, the result of this process are 3 datasets of 297 records each.

All instances and the instance generator coded in Python are available at ​h​t​t​p​s​:​​​/​​/​b​i​t​b​u​c​k​
e​​t​.​o​r​​​g​/​s​c​e​​s​c​h​​i​a​​/​o​n​l​i​​​n​e​​-​​o​n​-​d​e​​m​​a​n​d​-​​w​a​r​e​h​o​​u​​s​i​​n​g​-​p​r​o​b​l​e​m.

5.2  Comparison of machine learning methods

This section analyses the results of the ML methods trained on the dataset generated with 
objective function 6.
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In Table  2 we report results obtained using allocation rule Risky (see Sect.  4.1). For 
each group of instances and each ML method we provide the average number of requests 
allocated across all the instances in the group. Best results among all the algorithms are 
highlighted in bold. This holds also for Tables 3,4 and 7.

It can be observed that SVM consistently accepts the highest number of requests across 
almost all instance classes. This trend is particularly pronounced in high-demand scenarios, 
while GBoosting and Logit perform well under this policy. The difference in performance 

Table 1  Features of the test instances
Group Weeks Suppliers Customers Daily occupancy

Min Max Min Max
A 4 10 19 36 0.13 0.48
B 8 10 13 31 0.12 0.31
C 12 10 20 37 0.13 0.28
D 4 10 36 61 0.42 0.72
E 8 10 37 58 0.36 0.52
F 12 10 47 61 0.29 0.71
G 4 10 84 116 0.80 1.60
H 8 10 87 119 0.76 1.27
I 12 10 88 118 0.69 1.02
J 4 10 233 275 2.73 4.39
K 8 10 226 272 1.75 2.79
L 12 10 219 270 1.73 2.56
M 4 10 457 538 4.35 7.41
N 8 10 469 548 3.86 5.84
O 12 10 449 540 3.40 4.85

Table 2  Number of accepted requests for each group of instances and each ML method if resource allocation 
rule Risky is applied; Tree 3 L and Tree 5 L are two variants of Tree xL, where x indicates the maximum depth

Tree 3 L Tree 5 L KNN Logit SVM RForest GBoosting
A 23.1 22.4 22.6 23.3 23.6 23.7 23.6
B 21.6 20.8 19.6 20.6 21.1 21.7  21.7
C 22.3 21.3 21.0 20.7 20.8 22.2 22.4
D 36.2 37.5 37.3 38.9 39.1 38.4 38.8
E 36.2 36.7 36.3 37.2 37.9 37.1 37.8
F 36.7 37.3 37.4 38.2 38.4 37.1 38.0
G 53.5 54.0 54.3 57.1 57.3 57.0 57.4
H 59.3 60.0 60.9 62.9 63.5 62.4 62.4
I 60.5 60.7 61.0 63.6 63.7 61.7 63.0
J 93.3 94.8 92.1 98.9 98.9 97.6 99.6
K 93.9 92.0 92.4 98.7 98.9 98.5 99.0
L 103.8 104.8 103.8 109.8 109.8 105.3 107.5
M 132.5 143.0 139.8 151.2 151.5 142.3 148.1
N 137.0 138.5 137.7 145.7 145.4 144.9 146.4
O 144.0 148.4 145.2 155.8 158.3 151.6 152.7
Avg A–I 38.8 39.0 38.9 40.5 40.7 40.1 40.6
Avg J–O 117.4 120.3 118.5 126.7 127.13 123.4 125.6
Avg A–O 70.3 71.5 70.8 75.0 75.3 73.4 74.6
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among the methods is particularly evident in Dataset 2 (classes J-O) compared to Dataset 
1 (classes A-I). In Dataset 1, the gap between the best performing method (SVM) and the 
worst performing method (Tree 3 L) is approximately 4.9%. In contrast, for Dataset 2 this 
disparity increases to around 8.3% with SVM scoring 127.1 and Tree 3 L scoring 117.4 
accepted requests.

Table  3 reports the results obtained using the Minfit resource allocation rule (see 
Sect. 4.1). The dagger symbol indicates that the Oracle model reached a 1h timelimit with-
out closing the problem to optimality and that in this case, the machine learning approach 
(SVM) obtained better results than the Oracle.

In Table 3 we observe that also when the allocation rule Minfit is applied, SVM is the 
dominant ML method. Overall, the scores under the Minfit policy are slightly better than 
those under the Risky policy for most ML methods and instances. This suggests that the 
combination of a predictive and greedy approach may be more effective than the combina-
tion of a predictive and proactive approach.

Table 4 presents the comparative results obtained under the Maxfit allocation rule, where 
we assign the request to the supplier with the highest available capacity (see Sect. 4.1).

It is evident that while SVM and Logit continue to perform well, the performance of 
Tree 5 L and KNN declines, particularly with Dataset 2 (Instances J-O). In contrast, Tree 
3 L demonstrates improved performance under this policy. Additionally, the performance 
gap among the ML methods is more obvious than with the other two allocation rules as the 
difference between the highest-performing model (SVM) and the lowest (KNN) is 22.8%.

A closer look reveals, in case of SVM, a relatively low share of proactive rejections, 
i.e., rejections of requests that could have been served as capacity is available, but are still 
rejected. This comparison is shown in Table 5.

Table 3  Number of accepted requests for each group of instances and each ML method if resource allocation 
rule Minfit is applied; Tree 3 L and Tree 5 L are two variants of Tree xL, where x indicates the maximum 
depth

Tree 3 L Tree 5 L KNN Logit SVM RForest GBoosting
A 23.0 22.4 22.8 23.0 23.4 23.6 23.5
B 21.7 20.7 19.9 20.8 21.2 21.7 21.8
C 22.4 21.2 20.7 20.7 21.0 22.2 22.5
D 36.8 37.7 37.4 39.1 †39.3 38.7 38.8
E 36.9 37.1 36.1 37.8 38.8 38.0 38.1
F 37.1 37.7 37.4 38.2 38.2 37.1 37.8
G 53.0 54.9 55.6 57.5 57.2 57.0 †57.7
H 59.6 61.1 61.3 62.8 63.4 62.5 63.2
I 60.8 60.6 62.3 64.5 64.6 63.0 63.7
J 93.1 93.9 92.8 99.2 99.0 99.3 †99.4
K 95.1 93.3 92.9 99.2 99.4 98.7 98.8
L 104.5 105.2 102.7 110.6 111.5 105.7 108.1
M 135.3 144.1 139.7 152.3 †153.2 147.2 150.6
N 139.1 139.7 138.9 147.5 148.1 147.7 148.8
O 145.6 148.1 144.8 156.0 157.5 153.2 154.8
Avg A–I 39.03 39.26 39.27 40.48 40.78 40.42 40.78
Avg J–O 118.78 120.71 118.63 127.46 128.11 125.3 126.75
Avg A–O 70.93 71.85 71.02 75.28 75.72 74.37 75.17
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5.3  Accuracy of machine learning methods

Table 6 shows the performance results of the different ML methods in terms of accuracy of 
classification decisions during training, validation, and testing. It also reports the optimality 
ratio, computed as the ratio between the average ML score and the average score obtained by 

Table 4  Number of accepted requests for each group of instances and each ML method if resource allocation 
rule Maxfit is applied; Tree 3 L and Tree 5 L are two variants of Tree xL, where x indicates the maximum 
depth

Tree 3 L Tree 5 L KNN Logit SVM RForest GBoosting
A 21.9 21.4 21.3 22.1 22.5 22.5 22.4
B 21.1 20.2 19.1 20.2 20.4 20.9 21.1
C 21.5 20.7 20.1 20.4 20.5 21.5 21.7
D 36.1 34.0 33.8 37.0 37.3 36.6 37.1
E 35.6 35.5 34.8 35.8 36.3 36.2 36.4
F 36.0 36.0 36.1 37.2 37.3 36.2 36.7
G 55.3 46.8 44.7 56.6 56.4 55.6 56.2
H 58.7 55.7 55.4 61.2 61.3 59.9 60.2
I 59.0 57.8 59.5 62.2 62.3 59.7 60.2
J 101.6 75.7 65.4 102.7 102.5 99.8 102.0
K 97.6 80.7 76.0 98.0 98.5 96.3 97.7
L 105.1 95.5 93.5 109.7 109.6 106.4 105.9
M 155.7 106.8 83.2 155.8 155.7 147.1 155.4
N 146.7 117.9 105.0 148.9 147.9 146.2 149.5
O 152.2 130.9 120.0 154.7 155.8 151.9 152.6
Avg A–I 38.35 36.45 36.08 39.18 39.36 38.78 39.11
Avg J–O 126.48 101.25 90.51 128.3 128.33 124.61 127.18
Avg A–O 73.60 62.37 57.86 74.84 74.95 73.12 74.34

Table 5  Averages number of proactively rejected requests
Tree 3 L Tree 5 L KNN Logit SVM RForest GBoosting

Avg A–I 11.01 8.80 7.30 5.92 4.31 8.93 7.68
Avg J–O 89.87 61.93 42.68 37.08 26.40 68.93 61.43
Avg A–O 42.55 30.05 21.45 18.39 13.15 32.93 29.18

Table 6  Accuracy and optimality ratio of ML methods under different allocation rules
Method Accuracy Optimality ratio

Training Validation Testing Risky Minfit Maxfit
Tree 3 L 0.93 0.84 0.87 0.87 0.88 0.91
Tree 5 L 0.97 0.84 0.82 0.88 0.89 0.77
KNN 1.00 0.83 0.86 0.88 0.88 0.72
Logit 0.86 0.82 0.88 0.93 0.94 0.93
SVM 0.87 0.81 0.86 0.94 0.94 0.93
RForest 1.00 0.86 0.90 0.91 0.92 0.90
GBoosting 1.00 0.84 0.92 0.92 0.93 0.92
Tree 3 L and Tree 5 L are two variants of Tree xL, where x indicates the maximum depth
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the oracle on the testbed for each of the used allocation rules. Note that for some instances, 
oracle did not manage to solve the problem to optimality within the time limit (one hour).

Surprisingly, SVM has a lower test accuracy than other methods, such as RForest and 
GBoosting. However, it consistently achieves better results in resource allocation, as shown 
by the optimality ratios. Also, SVM shows a more balanced performance across the train-
ing, validation, and test sets, indicating better control on overfitting. This suggests that SVM 
generalizes new data well and effectively identifies valuable patterns in the specific online 
decision context. In contrast, RForest and GBoosting achieve near perfect accuracy on the 
training data but demonstrate drops in performance during the validation and testing phases. 
This behavior indicates a higher risk of overfitting, where the models tend to memorize 
the training data rather than generalize from them. Also, the optimality gaps suggest that 
accuracy is not always a reliable indicator of a model’s performance when applied to com-
plex optimization problems. GBoost and Rforest, for example, have high accuracies while 
optimality gaps are lower compared to SVM.

5.4  Benchmarking against state-of-the-art

Table 7 provides a comparison of the proposed ML-based framework against the approaches 
presented by Ceschia et al. (2024), and the benchmark provided by the oracle. As ML 
method, the best performer (SVM) is applied. In all cases, we optimize for the number of 
allocated requests as defined in objective function (6).

This analysis reveals that the newly proposed ML-based framework consistently out-
performs all other approaches across various categories of instances, while run times are 
very low. For Dataset 1 (A-I), the only results that are competitive with the ML-based 
framework are those achieved by Consensus, although this approach requires a very high 
computational time of approximately 110 min. However, the effectiveness of the ML-based 
framework is particularly evident for Dataset 2 (J-O). Note that, on larger instances, the 
oracle is not able to solve the problems to optimality within the time limit of 1 h. The gap to 
the state-of-the-art heuristics is particularly large in this set of instances.

Table 7  Comparison of the ML-based framework (upper part) using different resource allocation rules against 
state-of-the-art heuristics for OODWP (middle part) and the oracle (lower part); z: objective function value
Method Avg A–I Avg J–O Avg A–O

z Time [s] z Time [s] z Time [s]
SVM-Risky 40.74 3.2 127.13 3.91 75.30 3.5
SVM-Minfit 40.78 < 1 128.11 < 1 75.72 < 1
SVM-Maxfit 39.36 < 1 128.33 < 1 74.95 < 1
Best Fit 36.40 < 1 84.30 < 1 55.80 < 1
First Fit 36.90 < 1 86.80 < 1 56.78 < 1
Risky 37.20 < 1 100.50 < 1 63.00 < 1
Expectation 38.40 2261.40
Regret 37.90 5285.90
Consensus 40.10 6661.40
Oracle 43.10 136.50 80.45
Note that Risky appears twice as it is used both within the ML-based framework and as a heuristic. A * 
indicates that Risky is used as heuristic and not within the ML-based framework
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5.5  Managerial insights

In this part of the computational study, we exploit the proposed ML-based framework 
to derive managerial insights for platform providers. To that end, we apply the best per-
forming setting of the framework, which is SVM as ML method and Minfit as resource 
allocation rule, and perform tests for the three different objective functions described in 
Sect. 4.1). Recall that the first objective maximizes the number of accepted requests and can 
be regarded as customer-oriented. In contrast, the second aims at the utilization of resources 
and is more supplier-oriented. The third combines these two objectives, trying to balance the 
satisfaction of both suppliers and customers. Results are presented in Table 8.

The results show that the scores are very similar. This means that customer and supplier 
satisfaction are not contrasting objectives but can be achieved simultaneously.

Finally, we use the ML-based framework to analyze features of requests (as listed in 
Sect. 4.1) that are likely to be (i) accepted, (ii) rejected due to lack of capacity (reactive 
rejection), or (iii) proactively rejected. Results of this analysis are reported in Table 9.

Results show that requests with shorter durations are more likely to be accepted. The 
same holds for requests with smaller quantities. The discussion on the time span (i.e., the 
distance between arrival time and requested starting time of service), however, is more com-
plex. Requests with short time span are more likely to be rejected, which can be explained 
by the fact that the nearer the starting time, the lower the probability that there is still enough 
capacity to handle the request. Requests that are proactively rejected generally have a very 
long time span. This is comprehensible since the larger the time span, the higher the prob-
ability that we will receive further requests to fill the available space more efficiently. These 
findings can be used as decision guidelines for platform providers.

Feature Accepted Reactive rej. Proactive rej.
Quantity 929.45 1378.95 2233.71
Duration 8.30 10.04 19.81
Time span 18.51 9.84 28.78
Compatible suppliers 6.85 5.24 2.18
Comp. supply capacity 19,699.29 15,978.61 7722.00
Avg. risk score 0.19 0.32 0.86

Table 9  Average values for each 
request feature in case of accep-
tance and reactive or proactive 
rejection

 

Instances Objective 1 Objective 2 Objective 3
Avg A-I 40.78 40.82 40.53
Avg J-0 128.11 125.22 125.22
Avg A-0 75.28 74.58 74.41
Results are obtained by the ML-based framework with ML method 
SVM and allocation rule Minfit

Table 8  Average number of 
allocated requests under the 3 
different objective functions 
proposed in Sect. 4.1
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6  Conclusion

We presented an innovative ML-based framework for sequential decision making in the 
context of OODWP. The method implies ML classifiers, which are trained on a set of deci-
sions derived from optimal solutions based on perfect information. The trained classifier is 
then used, at each decision epoch, to decide whether to accept or reject a request. In case of 
acceptance, the suppliers of warehouse capacity are selected under deterministic resource 
allocation rules. Computational results on a large set of benchmark instances show that the 
newly proposed approach strongly outperforms state-of-the-art algorithms. They provide 
near optimal solutions within very short run times.

Moreover, we derived interesting managerial insights about the characteristics of 
requests, in terms of quantity of space demanded and service duration, which should be 
taken into account for acceptance decisions. We also tested different objective functions 
from more customer-oriented to more supplier-oriented ones, and we could show that these 
objectives are not in contrast with each other.

An important finding from this research is that the accuracy of the ML model in replicat-
ing oracle decisions is not the most important factor in improving stochastic optimization 
performance. In fact, what is crucial is not the ability to minimize the number of wrong 
classifications but the impact of such decision errors on the solution of the stochastic opti-
mization problem.

The newly proposed ML-based framework is not only suitable for solving OODWP but 
can also be used as a general framework applicable to other online stochastic combinatorial 
optimization problems.

Future developments could involve implementing a multi-class classifier to simultane-
ously predict the acceptance of a request and the supplier to which it should be assigned. 
Further aspects to be investigated are the impacts of different types of classification mis-
takes on the overall outcome. Another possible direction is the integration of pricing and 
revenue management strategies, such as dynamic pricing, to further mitigate risk for capac-
ity owners.
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