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Abstract. This short paper presents a description of SDF-FuzzIA, a
Fuzzy-Ontology LLM-based system for the intelligent analysis of geo-
thematic data that serves as a plug-in to the Sustainability Decision
Framework (SDF) Decision Support System (DSS). A description of the
components implemented in the system is given, followed by an expla-
nation of the interaction between the components and the main system.
As this still is a work in progress, future directions and possible hurdles
are explored.
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1 Introduction

SDF (Sustainability Decision Framework) is a work-in-progress Decision Support
System that deals with geo-thematic data varying from territorial information,
to geopolitical quantitative analysis, to open access information on economies
and productive parameters of all the countries past and present, developed by
Dipartimento di Matematica e Informatica (DMI) of the Universita degli Studi di
Palermo (UniPa) and TD Group.

An essential part of the system is SDF-FuzzIA| a Fuzzy-Ontology Large Lan-
guage Model based (LLM-based) system for the intelligent analysis of such data,
whose task is to continually oversee data generated by the system about users’
prompts and queries, to find unexpected correlations and suggest better courses
of action in the exploration of results and further queries. Furthermore, by using
LLMs, the system should be able to supplement and support decisions using
natural language.

More specifically, among the aims of SDF-FuzzIA:

— A Fuzzy-based system, as input data gathered by diverse sources are often
vague, incomplete, and sometimes contradictory.
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— The ability to interact with the system using LLMs or other affine generative
algorithms, which is expected for a modern DSS by the current trends in
artificial intelligence (AI).

— Explainability of the results and Introspection of the algorithms used, as the
user should always be able to find the source of the suggestions and evaluate
its trustworthiness and applicability [5].

In the rest of this short paper, a description of the components implemented
in the system is given, followed by an explanation of the interaction between the
components and the main system. As this is still ongoing work, future directions
and possible hurdles are explored as well. Moreover, to the best of our knowledge,
there are no similar works, hence we do not present any comparison to related
works.

2 SDF Project

The SDF Project is designed to be a comprehensive tool for strategic decision-
making towards sustainable development, addressing significant technical chal-
lenges through a modular and iterative development approach using modern
techniques.

The proposed research and development project aims to create a prototype
of a digital platform called the Sustainability Decision Framework. The plat-
form consists of a web portal for stakeholder communication and an application
solution offering digital information services. Moreover, it utilizes a Data Lake-
house architecture for storing and analysing structured, semi-structured, and
unstructured data. SDF supports thousands of indicators and millions of values
from international institutional and non-institutional entities, collected annually
over a 10-year period, relevant to geography, environment, demographics, econ-
omy, labour, health, social issues, culture, politics, governance, and development
cooperation for all countries, such as those relative to sustainable development
as outlined by the United Nations Agenda 2030.

The project aims to be accessible via the web, support strategic decision-
making, produce customizable country profiles, promote research activities, and
facilitate dialogue among stakeholders through a shared information heritage.

Implementing the platform provides several technical and scientific chal-
lenges. Among them identifying and analysing international data sources and
indicators, overcoming differences in taxonomy and metadata, creating a global
database with uniform criteria despite heterogeneous taxonomies and metadata,
and correcting value errors, and descriptive, predictive, and prescriptive models
by correlating numerous indicators and sectors.

Characteristics and Performance. The SDF Platform encompasses a web portal
for stakeholder communication and an application solution with Master Data and
Transactions environments. It features advanced search capabilities via parame-
ter selection and natural language queries, demand-based informational outputs
for decision-making, and supports user-related dataset integration. The platform
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responds into multiple formats and languages, with a high querying capacity
exceeding 10 queries per second.

3 SDF-FuzzIA

The system is mainly a hybrid Explainable Artificial Intelligence (XAI), which
is composed of a high-performance and high-accuracy Al, and a Fuzzy-based
system, linked as in Fig. 1.
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Fig. 1. The SDF-FuzzIA component embedded in the main SDF Decision Support
System

The system is an open-access LLM based on Llama3 [13]! with 70 billion
parameters. This component is fine-tuned with semi-structured and unstructured
open data from freely accessible sources. In particular, it will be trained on
about 100 informative sources, 300 geographic areas, about 100 sectors (i.e.,
public administration, non-profit organization, and so on), about 800 topics (i.e.,
agriculture), about 25,000 indicators (i.e., the rate of female/male employer for
each country), and more than 15 million indicators values.

It receives queries in natural language and provides answers in natural lan-
guage together with an explanation to increase the model exportability and
introspection. In particular, the explanation provided by the system is enriched
with the knowledge given by the Fuzzy Ontology (described in detail in Para-
graph Fuzzy Ontology) and the Fuzzy Rule-Based System (FRBS) components.
Furthermore, the explanation is further enriched with the sources of the infor-
mation used by the LLM to infer the explanation itself. Specifically, the system
is instructed with fine-grained prompt engineering whose task is to provide the

! Introducing Meta Llama 3: The most capable openly available LLM to date.
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user with traceable and searchable information. Prompt engineering is a tech-
nique used for generative Al to direct the system to produce outcomes that align
with the desired specifications and exhibit a high level of quality.

General Purpose LLM. An LLM is a large-scale computational model, known
for its capability to generate general-purpose language and perform other natural
language processing tasks such as classification and question answering.

In particular, for the SDF-FuzzlA system, the LLM taken into account is
Llama3, which is a decoder-only transformer with a tokenizer with a vocabulary
of 2'7 tokens, and a context window of 2! tokens. We address the reader to
[14] for the original definition of the transformer model, and to [8] for a general
survey on transformers.

Taking into account the nowadays main publicly available LLMs (Gemma2?,
Llama3 [13]?, and Phi-3%), the Llama3 model was chosen after careful analysis
and a set of qualitative comparisons with the domain expert in the geo-thematic
field. In particular, the domain experts with the project provided a set of pairs
of questions and answers in natural language (n = 100) related to geo-thematic
data. Llama3 was the LLM that seemed to provide answers that were qualita-
tively more meaningful and better aligned with the answers provided for the
purposes of the project. Specifically, the gold answers (base truth) provided by
the domain experts were compared to the answers given by the different LLMs
and LLama3 was the better performer.

In our system, the LLM works in a two-step phase. First, the LLM receives
the user queries in natural language and generates a possible answer by using
its internal knowledge. Then, the LLM uses the answer given by the FRBS
in natural language to enrich and improve its initial answer. In both cases,
the LLM is instructed by fine-grainer prompts aimed at providing explorable
answers to the user. Finally, the enriched answer is provided to the Suggestion
Engine (see Paragraph Suggestion Engine), which redirects the answer to the
user Dashboard.

Field Knowledge Data and RAG FEngine. Retrieval-Augmented Genera-
tion (RAG) [6]° is an optimization process that enhances the capabilities of
LLMs by referencing an authoritative knowledge base outside their training data
before generating a response. This approach ensures that the output remains rel-
evant, accurate, and useful in various contexts without the need for retraining,
thereby enhancing the already advanced capabilities of LLMs in specific domains
or an organization’s internal knowledge base.

In our system, the database given by the Field Knowledge Data is used
by the RAG Engine to optimize the LLM concerning the geo-thematic field. In
particular, the LLM is refined with geo-thematic data (primarily semi-structured
and unstructured data) from freely accessible sources selected by the domain

2 Gemma 2 is now available to researchers and developers.

3 Introducing Meta Llama 3: The most capable openly available LLM to date.
4 Introducing Phi-3: Redefining what’s possible with SLMs.

5 What is Retrieval-Augmented Generation (RAG)?.
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experts. This refinement enhances the model’s capacity to provide context-aware
information concerning the geo-thematic field and improves the intelligibility and
trustworthiness of the responses provided to the user.

Fuzzy Ontology. Ontology can be defined as a structured representation of knowl-
edge, comprising concepts, properties, relations, and axioms, which facilitates the
utilisation of information by both humans and machines. It facilitates data inte-
gration, semantic research, system interoperability, and decision support. Classi-
cal ontologies frequently prove inadequate in addressing vagueness, a shortcom-
ing that is addressed by fuzzy ontologies. Fuzzy ontologies build upon the foun-
dations of classical ontologies by incorporating the principles of fuzzy logic. In
particular, rules and constraints of fuzzy logic define (using axioms) the elements
of the ontology. The application of Fuzzy ontologies allows for the representa-
tion of items with degrees of membership, rather than the binary classification
typical of classical ontologies. For a more comprehensive treatment of these tech-
niques, we direct the reader to [12]. Additionally, for an overview of the state of
the art on this topic, we direct the reader to references [9] and [4].

The implementation of the SDF-FuzzIA ontology was carried out using
Protégé (see [10]) with the help of two plugins: Cellfie (a Protégé Desktop plu-
gin for importing spreadsheet data into OWL ontologies)® and Fuzzy OWL2 (a
Protégé plugin for creating Fuzzy OWL 2 ontologies, see [3])7. In this context,
the use of a fuzzy reasoner (e.g., DL2, see [2]) is considered necessary in such a
scenario.

In light of the objectives put forth by SDF, the classes present in the ontology
encompass both elements intrinsic to semantics about these themes (e.g., City,
Country, Currency, etc.) and classes that facilitate the modelling of n-ary rela-
tionships between classes. As an example, the class “Distance” in the ontology
represents items that possess the object properties “distance_from” and “dis-
tance_to,” which link countries based on their distance. This distance is recorded
as a data property “hasDistanceValue.” The utility of a fuzzy ontology is
demonstrated by the introduction of three subclasses, “LongDistance,” “Mid-
Distance,” and “ShortDistance,” which categorise distances as long, medium, or
short, indicating the relative proximity of two countries.

Fuzzy Ontology to Language Generator. The Fuzzy Ontology to Language Gener-
ator (FO2L) component is used to transform the Fuzzy Ontology relations in nat-
ural language phrases that are used to supplement the LLM with context-aware
information (see RAG in Paragraph Field Knowledge Data and RAG Engine)
concerning the geo-thematic field. In particular, the rules used to make these
transformations are given by the domain experts and are incorporated in this
component. Moreover, the idea behind this component is given by [11], where
the authors developed heuristics to convert user queries to ontology triples used
to construct database queries.

6 Cellfie plugin.
" FuzzyOWL2 plugin.
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Fuzzy Rule-Based System. Fuzzy Rule-Based Systems (FRBSs) are rule-based
systems that employ fuzzy sets and fuzzy logic for representing diverse forms of
knowledge and for modelling the interactions and relationships existing between
their variables. In the context of SDF-FuzzIA, the FRBS is used to provide
semantically reliable answers to the user by employing the knowledge given by
the Fuzzy Ontology. In particular, the rules employed by the FRBS exploit the
indicators used in the Fuzzy Ontology to build a knowledge system.

The importance of this component is given by the necessity to develop
an interpretable and reliable system (see, e.g., [7] for further details on the
importance of reliable AI). Currently, AT models are still considered unreliable
due to their inability to perform common-sense reasoning consistently. Even
advanced models like GPT-4 exhibit these issues, as highlighted by the authors
in their report [1]. Therefore, for the project’s purposes, appropriate analyses are
required to verify the reliability of the system’s inference capabilities. Notably,
these models can exhibit “hallucinations”, providing grammatically correct and
coherent responses that are factually incorrect or illogical. This phenomenon
occurs because the LLMs predict the next most probable word based on the text
statistics learned during training. While hallucinations allow LLMs to generate
text across various application domains, enhancing the overall user experience
depending on the context, they pose a threat to the reliability of such models
in critical contexts. Hence, in scenarios requiring high reliability, it is necessary
to develop hybrid systems where a LLM component provides highly accurate
responses, and another component, such as a highly reliable model (e.g., Fuzzy
Systems), explains why the LLM produced a particular response.

Suggestion Engine. The Suggestion Engine component receives the user queries
in natural language and interacts with the FRBS and the LLM to build an
explorable answer. In particular, the Suggestion Engine asks the FRBS for a
semantically reliable answer, and the LLM for a high-accuracy answer. Then, it
asks the LLM for a new answer based on the answer given by the FRBS and the
previous answer given by the LLM itself. In this way, the final answer provided
by the LLM is enriched with semantically reliable information concerning the
geo-thematic context. Specifically, since the FRBS offers a structured set of
rules and logic grounded in Fuzzy Ontology, it is possible to guide the LLM
to conform to these principles when producing responses. By integrating the
FRBS, the system can validate the LLM’s outputs against established fuzzy
rules, thereby ensuring that the responses are not only grammatically correct but
also semantically and logically coherent.

4 Conclusions

SDF is an innovative decision support system in the geo-thematic field that
utilizes SDF-FuzzIA, a hybrid Al system combining methodologies like LLM,
Fuzzy Ontology, RAG, and Fuzzy Rule-Based systems. This hybrid approach
aims to deliver accurate, explainable, and near real-time results by enhancing
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natural language interaction, domain knowledge integration, and semantic rel-
evance. Although still under development, initial tests have shown promising
results in replicating expert answers to specific questions. Challenges include
managing computational complexity and maintaining response consistency as
the data set expands.
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