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ABSTRACT The negative impact of air pollution on human health and the environment requires close
monitoring of air quality. Unmanned aerial vehicles (UAVs) are gaining popularity in environmental sensing
because they provide higher spatial resolution than fixed ground sensors and can be deployed on demand.
However, the short flight time of UAVs makes them unsuitable for complete surveys in extensive areas.
Instead, UAVs may be more effectively employed to refine and verify coarse estimates provided by other,
usually stationary, systems. This work focuses on optimizing UAV flying trajectories to efficiently acquire
samples in specific regions of interest, for which prior information about levels of pollutants is available, while
maximizing the time spent in each region. Our approach is based on a Multi-Objective Genetic Algorithm
that deals with the conflicting requirements emerging from the characteristics of the analyzed problem.
Maximization of time spent in regions of interest potentially broadens the scope of the approach to the
integration of data from multiple sensors and other non-sampling tasks. The effectiveness of the proposed
method over traditional single-objective optimization techniques is shown through numerical simulation
with synthetic data and real-world Air Quality Index data taking into account multiple pollutants. Results on
two-dimensional and three-dimensional scenarios confirm the suitability of the proposed approach for UAV
path planning in air quality monitoring tasks.

INDEX TERMS Autonomous aerial vehicles, air quality, environmental monitoring, path planning, Pareto
optimization, genetic algorithms.

I. INTRODUCTION
Air pollutants of anthropogenic origin negatively impact
human well-being. Moreover, in addition to human health,
pollution can also affect the ecosystem, buildings of historical
and cultural importance, and regional climate, as it has been
studied for decades [1].
Accurate data collection is needed to measure the impact

of air pollutants. Fixed sensors can acquire data with high
accuracy and frequency; however, they cannot adapt to dynam-
ically evolving situations. Additionally, networks of pollution
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measurement stations cannot be deployed extensively enough
to cover all the regions of interest (ROIs) [2]. Thus, changes
in air pollution cannot be directly tracked spatially and the
introduction of mobile monitoring devices may turn out
to be necessary. Vehicular Sensor Networks (VSNs), for
instance exploiting public transportation fleets [3], have been
investigated for the important task of mapping pollutants along
commuting routes and high traffic roads in urban environment.
Fixed and mobile ground air quality sensors [4] also present
many limitations for vertical atmospheric measurements.
In a more general approach, Unmanned Aerial Vehicles

(UAVs) equipped with sensors can measure the concentration
of air pollutants at different altitudes and associate time and
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FIGURE 1. Fixed air pollution sensors offer information about a limited
area and may not be optimally placed. A UAV can be deployed to flexibly
collect samples in multiple ROIs, making up for these deficiencies.

geolocation data to each sample [5], [6]. The exploitation of
low-cost UAVs for this purpose has been the subject of several
studies [7], [8] including fixed-wing and rotary-wing craft.

Even in scenarios where fine-grained ground monitoring is
feasible, integrating UAVs in the monitoring scheme (Fig. 1)
can be beneficial [9], [10] as fixed ground sensors may cover
limited areas or not be optimally placed [11]. UAVs can also
collect data from ground sensors during their deployment [12]
and perform computations in their stead [13]. Moreover,
to save energy and extend the lifetime of ground sensors,
sampling operations might be started on-demand by a UAV
that later collects the results [14] and interactively monitors the
correct functioning of the sensor network on the ground [15].
In particular, rotary-wing UAVs enable higher spatial

resolution and lower cost for data acquisition with respect
to fixed-wing ones, for instance by using hyperspectral
imaging [16], [17], [18] or by leveraging atmospheric
scattering [19], albeit at the expense of the spatial extent that
can be covered in a single flight [20]. Since short flight times
constitute a limiting factor in the effective use of UAVs for
air quality monitoring, flight missions have to be accurately
planned [21].
To this purpose, when ground sensors are available,

the literature on UAV-assisted air quality monitoring at
most suggests extending path planning strategies for UAVs
interacting with IoT nodes without fully exploiting prior
knowledge about pollutants in the target area [7], [22]. A more
integrated approach is desirable for the specific problem of
path planning to map pollutants using airborne sensors, while
also enabling the collection of data from ground nodes or
providing service to them.

In this work we analyze the problem of planning a path for
a UAV to monitor pollution levels in a high-risk environment
that requires frequent assessment of air quality. In such a
context, some a priori knowledge, albeit not fine-grained either
spatially or temporally, is expectedly available, for instance
provided by a sparse fixed sensor network or even simply by
historical records.

The contributions of this work can be summarized as such:
• We define the problem of UAV path planning to map
pollutants in an area decomposed in ROIs based on
a priori knowledge about air quality. Actual airborne
sensors may require different sampling methods [6] so
we consider that the more time is spent in an ROI the
more effective the specific sampling for the ROI will be.
This would also benefit future studies on the integration
of data acquired from multiple sensors. Additionally,
maximizing the time spent in an ROI could allow the UAV
to perform other tasks alongside sampling pollutants,
for instance monitoring or controlling ground sensors as
mentioned before. Finally, time maximization inherently
provides greater flexibility to compensate for variability
in environmental factors such as wind or rain, even
though UAVs used for non-emergency operations are
typically subject to strict safety limits. In particular,
although not explicitly addressed in this work, the
proposed method allows for the selection of shorter
paths from the Pareto front, offering adaptability when
flight autonomy is reduced due to unfavorable weather
conditions. This extends the application field of themodel
and the proposed solution to a wider class of problems
than those found in the literature. So we set the goal of
finding a path that maximizes the number of samples
acquired by the UAV in each ROI while visiting as many
ROIs as possible (Section III). Additionally, we want the
total path length be minimized so that the limited flight
time of theUAV is not exceeded and that the sensed data is
retrieved as soon as possible. This is an especially useful
feature when monitoring missions must be performed in
rapid succession.

• To address the contrasting requirements of the problem
formulation, we define a multi-objective optimization
technique based on a widely studied genetic algorithm
that generates a set of Pareto-optimal paths. The
availability of a set of optimal solutions enables more
fine-grained control of the characteristics of the UAV
path. We extend the algorithm with a mutation policy
that blends uniform and nonuniform operators so that the
best regions of the solution space initially found may be
fine-tuned later on while letting the search open to other
regions at any time.

• We formulate a procedure to choose the final planning
from the obtained set of Pareto-optimal paths.

• We compare our method to several informed UAV path
planning strategies described in the literature using the
same formalizations. In particular, we consider 2D and
3D paths, modeled as either line segments or splines [23].
The comparisons use both a simulated scenario with
randomized data and a real scenario with data from a
publicly available data set. A wide set of experimental
results is thus available to validate our method.

The experimental results show that the proposed approach
outperforms the more traditional ones with a single objective
function and penalty factors.
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The remainder of this paper is structured as follows:
Section II analyzes existing works in remote environmental
sensing, Section III describes our approach, Section IV
presents the experimental results, and, finally, Section V
reports our conclusions and directions for future works.

II. STATE OF THE ART
When planning for environmental sensing, there is one main
condition that determines the appropriate class of algorithms
to be used: the availability of prior knowledge about the
phenomenon to be monitored. In the following, we will
analyze the state of the art both in the case of no prior
knowledge and in the case of prior knowledge. Our work falls
in the second category, as we assume that ROIs are known
a priori.

A. PATH PLANNING WITHOUT PRIOR KNOWLEDGE
Most path planning techniques without prior knowledge rely
on online path planning and use previously acquired partial
information [24] to plan a new path after every sensing
operation [25] until a certain time budget is exhausted. Inmulti-
UAV systems, Particle Swarm Optimization methods have
been used for efficient exploration [26].
A different class of problems can be better tackled with

chemotaxis and infotaxis-based approaches. These techniques
are well suited if instead of obtaining an estimate of the air
quality in an entire region, the primary objective is localizing
the source of the emissions [27], [28]. Indeed, scanning the
whole area, with either one or multiple UAVs [29], can be a
viable strategy [30] but is oftentimes too costly.

Approaches based on chemotaxis follow the gradient of
the concentration of a pollutant to locate its source. In the
presence of multiple sources, this strategy might get stuck in
a local maximum without ever finding the other sources. To
address this issue, after the UAV reaches a local maximum,
it continues its quest for higher levels of pollution until the
whole area is scanned [31]. Deep Reinforcement Learning has
also shown promising results in this context [32].
In the somewhat related plume tracking [33], the UAV

moves at an angle with the wind direction while a threshold
value is used to detect the contact of the UAVwith the pollutant
gas plume. In case the plume is lost the UAVmoves cross-wind
to return in contact with it [34].
In turbulent conditions, the signal-to-noise ratio can be

low and sensing can be fluctuating or intermittent. In this
case, gradient-based techniques cannot perform well. Instead,
infotaxis uses an information-theoretic strategy to estimate the
source position [35]. Infotaxis approaches are relatively robust
to inaccurate modeling of the environment and, in the case of
blind infotaxis, do not need to reach the emission source to
locate it [36].

B. PATH PLANNING EXPLOITING PRIOR KNOWLEDGE
All the previous techniques share the assumption that little
or no knowledge of the previous state of an area is available.

This assumption can be reasonable in dynamic scenarios such
as forest fires and other emergencies, for which previous data
might be outdated or not available at all. Nevertheless, in most
applications, useful data would be ignored.
Given some prior knowledge, approaches based on

Informative Path Planning (IPP) usually model the physical
phenomenon to be monitored as a Gaussian process. By doing
so, mutual information can then be used to analytically obtain
the reward of visiting a certain location, enabling offline path
planning with a wide range of techniques, from RNN-based
Q-learning [37] to orienteering problems [38]. In essence,
path planning is reduced to the selection of the optimal
sampling locations in a problem analogous to optimal sensor
placement [39]. However, this formulation does not take
advantage of the continuous sampling capabilities of most
mobile platforms.
Another limitation of traditional IPP approaches is that

they do not take into account that some regions, e.g. those
with higher pollution levels, might require more extensive
monitoring.
Level set estimation, i.e. determining the regions where

a measured value surpasses a threshold, is tackled as an
IPP problem in another work [38]. Various heuristics are
employed to reduce the potential waypoints in a 2D map and,
consequently, the complexity of the planning problem.

In another influential work in this context, path planning is
performed in continuous space instead [40]. To this purpose,
paths are encoded as splines so that an evolutionary algorithm
can be effectively used to optimize them though their control
points. In this formulation, the utility function used to score
candidate paths can also contain penalty terms so that specific
regions can be explored more thoroughly. Similarly, another
work employs adaptive planning, alternating replanning and
execution until the time budget is exceeded and the flight
has to be terminated [41], outperforming grid-based search
techniques.
Predictive models trained on previous data and using

readings from fixed sensors can be effective in forecasting
pollutant distributions [42]. For instance, in a work integrating
a neural network and a model for gas dispersion, a set of
sampling points is selected and then used to estimate the
global distribution [43]. These predictions are then used on
a larger scale to determine which regions will have higher
levels of pollution and thus need to be more closely monitored,
warranting the deployment of a UAV [26].

Indeed, estimating the ROI that warrant sampling by
the UAV using available information allows more efficient
deployment [44].
A scenario for this model is shown in Fig. 2.

III. PROBLEM DESCRIPTION AND PROPOSED APPROACH
As anticipated in the introduction, in this work we examine
a scenario where a UAV is deployed to assess the levels of a
pollutant in some ROIs. These can be determined according
to a predictive model (Fig. 2), other information (e.g., high
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FIGURE 2. Analyzed scenario: fixed sensors provide data to a predictive
model that can identify regions that warrant further analysis. Using this
information a UAV is deployed to acquire more samples.

forecast pollution levels according to historical data), or initial
scouting missions relying on some of the methods discussed
in Section II-A that are designed to operate without prior
knowledge. The UAV is equipped with a pollutant sensor and
is able to perform measurements while flying. Our goal is
to maximize the number of samples acquired in each ROI
while visiting as many ROIs as possible. Also, due to the
energy constraints that limit the UAV flight time and the often
desirable subgoal of collecting the overall sensing data as soon
as possible, the total path length is to be minimized.

A. PROBLEM STATEMENT
Forecasts are characterized by uncertainties and air quality
measurements performed from a UAV can be noisy [45].
Therefore, when planning a flying path, it is beneficial to
maximize the samples acquired by the UAV in each ROI.
Moreover, it is desirable to visit as many ROIs as possible
within a single flight. Since the ROIs are already known before
deployment, planning can be performed offline.
In our scenario, the desired path characteristics are

conflicting: the ideal path should be as short as possible, yet
both the flying time spent inside the ROIs and the number
of visited ROIs should be maximized. Due to the conflicting
objectives, it may not be possible to simultaneously optimize
for all of them. Thus, the problem is naturally formulated as a
multi-objective optimization problem. Given a UAV path ψ ,
the considered performance metrics to be optimized are:

• the total length of the path, to be minimized. This is a
proxy for the energy consumption of the UAV.

• the number of distinct ROIs that are visited by the UAV,
to be maximized. A path can pass through the same ROI
multiple times, but only the first visit is counted towards
this metric.

• the number of samples taken in the ROIs, to be
maximized. We assume that the UAV is collecting
samples while flying through the ROIs, and that the

FIGURE 3. Example of path (2D). The UAV moves from waypoint ci to ci+1
along either straight line segments, as shown in the figure, or splines.
It starts and ends its visit at the same location (x1, y1) encoded twice as
waypoints c1 and cN .

samples are taken at a constant rate. The number of
samples taken in an ROI is proportional to the fraction
of the path spent inside the ROIs.

A UAV navigation path ψ is described by the series of
N real-valued control waypoints C = {c1, . . . , cN } to visit.
In our model the UAV returns to the start locations at the end
of each mission so c1 ≡ cN . The UAV is usually controlled to
move from a waypoint to another along connecting straight
line segments (Fig. 3). However, in our experiments we also
used connecting splines as in other works in the literature.
The description provided so far is transformed into a

representation suitable for path planning through discretization
of the environment the UAV moves in and of the paths. The
environment is thus subdivided into a regular arrangement
of same-sized cells. Only for a subset of the cells, previous
knowledge of the pollutant level is available. As we target
both 2D and 3D path planning the cells are squares or cubes
respectively. The cell dimension for the target application
is usually in the tens of meters (Sec. IV-A). For the sake of
simplicity, in the following we provide definitions only for
the discretization of the more general problem of 3D path
planning as the 2D case can be easily derived.
Given a map M of points with discrete coordinates

(x ′, y′, z′), each indicating a cell, such that x ′ ∈ [0,Xmax], y′ ∈
[0,Ymax], and z′ ∈ [0,Zmax] each associated with a pollutant
value v(x ′, y′, z′), we provide the following definitions.

An ROI is defined as a set of coordinates of contiguous cells
whose associated pollutant values are greater than or equal to
a threshold θ :

ROI ≜ {(x ′, y′, z′) ∈M | v(x ′, y′, z′) ≥ θ,
∃(x̃, ỹ, z̃) ∈ ROI : contiguous((x ′, y′, z′), (x̃, ỹ, z̃))} (1)

where contiguous((x ′, y′, z′), (x̃, ỹ, z̃)) is true if the two cells
have either adjacent faces (|x ′ − x̃| + |y′ − ỹ| + |z′ − z̃| =
1), or two vertices touching (e.g. |x ′ − x̃| = 1, |y′ − ỹ| =
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1, |z′ − z̃| = 0). To complete the definition and allow for the
hypothetical edge case in which an ROI is composed of a
single cell, we also consider a cell as contiguous to itself.
All the ROIs in the map are disjoint, thus the full set of

ROIs is defined as:

R ≜ {ROI1,ROI2, . . . ,ROIn
: ROIi ∩ ROIj = ∅ for i ̸= j} (2)

Additionally, all the coordinates on the map with an
associated value greater than the pollutant threshold are part
of an ROI:

v(x ′, y′, z′) ≥ θ ⇐⇒ ∃! ROI ∈ R : (x ′, y′, z′) ∈ ROI (3)

As stated, previous knowledge about pollution may not
be available for some cells. For instance areas that are not
populated or are far from pollutant sources are easily excluded
frommonitoring programs. In this case we consider their value
as lower than θ so to exclude them from planning. However,
if conditions change, the newly interesting cells are easily
included by marking them with a value over the threshold.
While a path ψ is defined by the real-word coordinates of

its waypoints, for its evaluation it must be discretized too. The
discrete pathψ ′ is defined as a list of coordinates of contiguous
cells:

ψ ′ ≜ [(x ′1, y
′

1, z
′

1), . . . , (x
′
n, y
′
n, z
′
n) ∈M (4)

where (x ′1, y
′

1, z
′

1) and (xn, yn, zn) are the discretized coordi-
nates of the coinciding start and end waypoints c1 and cn
respectively.

The performance metrics in the discrete representations are
thus:
• samples(ψ ′) ≜ |{(x ′, y′, z′) ∈ ψ ′ : v(x ′, y′, z′) ≥ θ}|
• visits(ψ ′) ≜ |{ROI ∈ R : ψ ′ ∩ ROI ̸= ∅}|
• length(ψ ′) ≜ |ψ ′|

The two discretization methods used in this work are shown
in Figure 4. For simplicity, the figure refers to 2D path
planning. In the examples, a discretized subpath between
subsequent waypoints ci and cj is depicted as a green dashed
line and an ROI as a cluster of black cells. Gray cells belong
to the discretized path but not to the ROI. Based on the above
definitions, path length is given by the number of cells (black
and gray) crossed by the discretized subpath while the number
of samples in this part of the flight is the count of crossed
black cells.
As stated, a solution for the problem is a path ψ ′ that

maximizes samples(ψ ′) and visits(ψ ′) while minimizing
length(ψ ′). If multi-objective optimization (Sec. III-B) is
adopted, as we propose, a set of possible solution is produced
instead. A final step is thus needed to select one solution from
the obtained set (Sec. III-C).

B. MULTI-OBJECTIVE GENETIC ALGORITHM
Genetic algorithms (GAs) have consistently been the most
successfully used among the computational intelligence
approaches for UAV path planning [46]. Other notable works

FIGURE 4. Discretization of two subpaths connecting consecutive
waypoints ci and cj crossing an ROI in the 2D case. The waypoints have
real-valued coordinates and are located on a vertex of the cell on the
bottom left and at the middle of the upper edge of the fourth cell from the
left in the topmost row respectively. The real paths, shown in red, connect
the waypoints with a straight line (a) and a spline (b). The corresponding
discretized paths are shown with green dashed lines. Black cells belong to
the ROI so the UAV takes one sample of the pollutant when passing over
each of them. Gray cells are part of the discretized path but not of the ROI
so the UAV does not take any sample when crossing them. In both the
shown examples subpath length is 9 while the number of samples is 3 for
the line-segment subpath (a) and 2 for the spline-connected subpath (b).

used variants of the GA for path planning in continuous
space [40], embedding multiplicative penalty terms in the
fitness function to enforce constraints and encourage certain
characteristics of the produced path.
The well-known general idea on which GAs are based on

is that candidate solutions to optimization or search problems
be encoded as the genomes of individuals in a population.
Starting with a randomly generated initial population, the
first generation, an iterative process makes the population
evolve through subsequent generations. At each iteration the
individuals of a generation are combined through biologically
inspired operations such as selection, crossover, and mutation
to produce the next generation. Selection is the operation
that finds promising couples of individuals to combine so
to improve on the population in the following generation.
The genome of each selected couple is then recombined by
crossover into a new individual. A mutation operator is then
applied to the new individual to randomly change some values
in its genome. Finally, all the new individuals are collected
in the next generation. The iterative process goes on until a
given number of generations has been produced. The solution
to the original problem is finally selected in the last generation
according to some criteria.
In our case, the presence of the aforementioned multiple

objectives, in principle, gives rise to a set of Pareto-optimal
solutions, the Pareto front, instead of a single optimal
solution.Without further information none of these solutions is
necessarily better than the others: in some instances, obtaining
results early on at the expense of accuracy might be preferable;
also, some ROIs might be even ignored if that allows for better
monitoring of the remaining ones.
To mediate these conflicting objectives and obtain as

many Pareto-optimal solutions as possible, we employ a
multi-objective GA (MOGA) with nondominated sorting.
In particular, we use a fast nondominated sorting approach
based on NSGA-II [47]. This algorithm has been successfully
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FIGURE 5. A path is encoded in the genome of an individual as the
ordered list of the real-valued coordinates of its waypoints. For simplicity,
the 2D path in the figure consists of five waypoints so the genome includes
ten genes also called points. The first (c1) and the last (c5) waypoint are
kept identical during the evolution so to constrain the algorithm to finding
path that make the UAV return to the starting point.

employed in real-world settings as well as with benchmark
functions [48].
In the following, we describe how we encode possible

trajectories as individuals of a population for the GA, and how
we apply selection and mutation to make the population evolve
into a generation that approximates the Pareto front. This is
then processed as described in section III-C to eventually pick
a solution to the path-planning problem.

1) INFORMATION ENCODING
According to the definitions in Section III-A, a path ψ is
represented through N waypoints (C = {c1, . . . , cN }, with
c1 ≡ cN ) encoded as real-valued coordinates. The genome
of an individual is the ordered list of coordinates treated as
individual values (Fig. 5) also called points in GA terminology.
In each individual there are thus 2N or 3N points for the 2D
and the 3D case respectively. The length of the genome, i.e.,
the number of waypoints N , is a parameter of the algorithm
that determines the maximum complexity of the paths and is
fixed for all individuals in the population. Depending on the
waypoint placement, the path can be more or less long and
winding.

2) INITIALIZATION
The initial population is generated by uniform randomization
of the N − 2 waypoints between the coinciding starting (c1)
and ending (cN ) ones.

3) SELECTION
Given two trajectories ψp and ψq in the population of the
GA, ψp dominates ψq if ψp is not any worse than ψq on any
performance metric and outperforms it in at least one. Given
the conflicting nature of these metrics, generally a path that
dominates all the others does not exist. For example, a path
that is shorter than another one will generally visit fewer ROIs
and take fewer samples, or, given the same length, a path that
visits more ROIs will take fewer samples in each of them.
Instead, in a given population multiple nondomination levels
can be identified. A path is said to be nondominated if in
the population there is no better path in all the performance
metrics. In general, the i-th nondomination level contains
trajectories that are not dominated by any other path in the
population except those in the first i− 1 levels (Fig. 6).
The algorithm performs binary tournament selection

according to the nondomination level. In particular, it first
picks two candidate solutions at random from the population.
Then, it selects the one that belongs to the nondomination level

FIGURE 6. Example of nondomination levels considering two performance
metrics, f1 and f2, to be maximized. Level 1 contains the nondominated
solutions, level 2 contains the solutions that are not dominated by any
solution except those in level 1, and so on. The solutions are not
distributed uniformly along the nondomination levels, with some areas
being more crowded than others. When the two picked solutions (dashed
circles) belong to different levels the one belonging to the nondomination
level with the lowest index is selected (a). Otherwise, the one in the ‘‘low
crowding area’’ is selected (b).

with the lowest index (Fig. 6a). If the two candidate solutions
belong to the same level, the tie is resolved trying to preserve
diversity among the population, by evaluating the crowding
distance [47] for both.
Thus, given two candidate solutions, none of which

dominant, the algorithm selects the one that has the largest
distance in the objective space from the other solutions in the
population. For instance, in Fig. 6b, the solution in the ‘‘low
crowding’’ area would be selected over one belonging to the
‘‘high crowding’’ area.

4) CROSSOVER AND MUTATION
Once a set of parents for the next generation is determined,
the new population is computed through two-point crossover
and single-point mutation (Fig. 7). For crossover, two genome
points are selected randomly. A new individual is generated
by picking the genes belonging to the selected interval from
the first parent and the genes out of the same interval from the
second parent.

After crossover, each gene of the new individual has a fixed
probability of being independently selected for mutation. This
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FIGURE 7. Generation of a new individual through two-point crossover
and single-point mutation for the simple 5 waypoint path introduced in
Fig. 5. In this example x2 and x4 are selected as crossover points, while
y2 and x5 are selected for single-point mutation.

gene mutation rate is a parameter of the algorithm and is equal
for all genes. Mutation is then performed by applying one of
two possible operators:
• the first mutation operator is a classical uniform mutation
operator and the selected gene is assigned a random value
from the solution space;

• the second operator is a nonuniform mutation opera-
tor [49]. A new gene is generated by adding a random
value to the original gene. The added value is picked
from an uniform distribution whose range r shrinks as the
evolution proceeds. The range is clipped to the solution
space boundaries (m,M ) to avoid generating invalid
solutions. This operator behaves as a uniform mutation
operator early on but becomes very local later. Thus, the
value for the mutated gene is chosen as:

new_gene ∼ U(max(m, old_gene− r),

min(M , old_gene+ r)) (5)

where r is computed as:

r = |M − m| ·
(
1−

current_generation
max_generations

)
The nonuniform operator is picked over the uniform operator
with probability proportional to the current generation number
so that in the first generation the uniform operator is always
used, while in the last generation the nonuniform operator is
always used. This way, the best regions of the solution space
found in the earlier generations can be exploited through local
fine-tuning in the later generations. On the other hand, the
uniformmutation operator still lets the algorithm explore other
regions of the solution space later on [49].

C. SUBJECTIVE PREFERENCE SOLUTION RANKING
The MOGA employed in the proposed approach outputs the
nondominated set of all the found viable solutions, which
approximates the Pareto front. Using solely the objective
functions none of these solutions are preferable compared

FIGURE 8. Selection of the path. Only a subset (purple) of the Pareto front
(green) satisfies the desired paths specifications. The red dot represents
the selected solution with the highest number of samples and visited ROIs
among the viable paths.

FIGURE 9. Example of a generated path. The shaded areas are the ROIs,
the points of the path are colored according to the concentration of the
pollutant (high concentration in yellow, low concentration in purple).

to others in the same set. As a deployed UAV needs to
be provided with a single path to follow, a strategy to
select which path to use is needed. First, one can consider
only the solutions in which the metrics fall within some
specifications, e.g., visits(ψ ′) ≥ 50%, length(ψ ′) ≤ budget .
Then, a custom preference relationship can be applied to sort
the remaining candidate paths (Fig. 8). For instance, under
adverse environmental conditions, shorter paths might be
preferred to adapt to reduced autonomy. On the other hand,
when multiple missions are scheduled, the path for the first
flight might prioritize collecting samples from all the ROIs to
obtain a coarse general estimate, while the subsequent flights
would focus on maximizing the number of collected samples.

We define thePathSelect algorithm as a possiblemechanism
to select a path from the obtained Pareto front approximation.
An example of such a path is shown in Fig. 9.

Of course, this is only one of the possible ways to resolve
ties. Other selection strategies might prioritize the number
of samples over the visited ROIs or favor the shortest path.
Moreover, one might use a completely different metric as, for
instance, preferring UAV paths with fewer sharp turns.

IV. EXPERIMENTAL EVALUATION
To assess the effectiveness of our MOGA-based approach,
we compared it in multiple scenarios with applications of
other algorithms to the same problem. The evaluation begins
in Section IV-A with a 2D representation of the problem.
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Algorithm PathSelect. The algorithm selects the nondom-
inated path to follow from the set of nondominated paths.
A path is preferred over another if it visits more ROIs. Ties
are resolved using the number of acquired samples.
Input: Set S = {ψ1, . . . , ψn} of all the nondominated paths;

Constraints for each metric.
Output: A single path ψk deemed optimal.
1: S ′← ∅
2: for ψ in S do
3: if ψ respects the constraints then
4: S ′← S ′ ∪ {ψ}
5: best_path← ψ

6: end if
7: end for
8: for ψ in S ′ do
9: if visits(ψ) >visits(best_path) then
10: best_path← ψ

11: else if visits(ψ) = visits(best_path) then
12: if samples(ψ) > samples(best_path) then
13: best_path← ψ

14: end if
15: end if
16: end for
17: return best_path

Then, Section IV-B describes experiments exploiting the full
capabilities of UAVs in 3D environments. The full code we
wrote for the experimental evaluation is available in a public
repository (https://doi.org/10.24433/CO.3209274.v2).
We tested two variants of MOGA one for each of the

path discretization methods described in Section III-A. For
the spline variant we used a clamped interpolating b-spline
of order 3 to connect waypoints instead of straight line
segments. In all the experiments, the MOGAs were used with
a population size of 100 and were run for 300 generations
with a 1% gene mutation rate. Each item in the population
encoded 20 waypoints. These values are consistent with
other works dealing with multi-objective path planning using
genetic algorithms [50].
We compared the two MOGAs with two single-objective

GA variants, again one for each of the two discretization
methods.
Additionally, we included for comparison Ant Colony

Optimization (ACO), another very popular algorithm for UAV
path planning [51], in the evaluation. ACO works directly on
the cell grid so the paths it outputs do not need to be discretized.
Also in this case, all the cells crossed by a path were considered
as sampled.

To ensure a fair comparison, the single-objective parameters
for the GAs were the same as in the MOGA approach.
Lacking multiple objective functions, instead of performing
selection using nondomination rank and crowding distance as
in NSGA-II, for the two single-objective baselines we defined
a single fitness function. Then the algorithms performed

FIGURE 10. Randomly generated two-dimensional pollutant concentration
maps.

FIGURE 11. ROIs with high pollutant concentration for each map.

roulette selection according to the fitness of the elements in
the population, meaning that the probability of an individual
being selected for breeding the next generation be proportional
to its fitness.
The chosen fitness function F (Eq. 6) provided a score

proportional to the number of samples taken in ROIs and the
percentage of visited regions with a multiplicative penalty
factor inversely proportional to the length of the path.

F(ψ) =
samples(ψ) · visits(ψ)

length(ψ)
(6)

Also the ACO algorithm was configured to use Eq. 6 for path
evaluation.
Unlike MOGAs, the single-objective optimization algo-

rithms are only able to produce a single solution instead of a
nondominated set. Thus, to compare the performance of the
single-objective optimization algorithms with the MOGAs
and account for randomness in GAs, we ran each of them
10 times. The nondominated set of solutions obtained from
these runs was used as an approximation of the front for
comparison.

A. TWO-DIMENSIONAL PATH PLANNING
For the two-dimensional evaluation, we ran experiments on
both simulated and real-world data.

1) SIMULATED SCENARIO
We generated ten 2D pollution maps using Perlin noise to
simulate the distribution of a generic pollutant (Fig. 10). The
generated area had a size of 1 km2, discretized with 10 m
resolution. In each map, the locations with the top 10% values
are marked as ROIs that need to be explored (Fig. 11). Given
that the UAV is assumed to be airborne, above ground-level
features, no obstacles were included in the maps.

VOLUME 13, 2025 187511



A. Augello et al.: Multi-Objective Optimization of UAV Three-Dimensional Paths

FIGURE 12. Pareto fronts produced by MOGAs for each two-dimensional
map. Interpolating the waypoints with line segments led to better paths
compared to spline interpolation.

We computed the nondominated set of paths determined
by the proposed technique and used it to approximate a
Pareto front. The same operations were repeated with the
nondominated set produced by the MOGA variant using
splines. A visual comparison of the two variants for all the
maps is provided in Figure 12, in which the performance
metrics (path length and samples) corresponding to solutions
found by each algorithm are displayed as interpolating
curves instead of discrete points. In particular, for each
map the sets of couples produced by each variant (spline
and line segments) are ordered by increasing path length.
A Bézier curve constrained to pass through the first and
last solution in the ordered set interpolates the number of
samples corresponding to the given path length (gnuplot
plotting software [52], ‘‘smooth sbezier’’ option).
The comparison showed that connecting waypoints with

line segments yielded overall better Pareto fronts than the
alternative in every test map. It is worth noting that in
some instances the lengths of the paths produced by the two
approaches were in notably different ranges (up to almost
500 m). This indicates that the proposed approach can produce
more efficient paths, and the extra length can be effectively
leveraged for better coverage.

FIGURE 13. Performance of the proposed approach on the 2D maps
compared to single-objective optimization techniques. For the two MOGA
variants the Pareto fronts are shown, for the other algorithms the sets of
solutions collected with multiple executions are shown.

Then, we compared the performance of the proposed
approach with the single-objective optimization techniques
with the same maps.

The solutions provided by these alternative techniques
were compared to the Pareto front determined with our
multi-objective optimization approach as shown in Fig. 13.
For ease of visualization, in this case each curve interpolates
either the number of acquired samples or the percentage of
visited ROI for a given path length in the same way as in
Figure 12 but for all the solutions found across the ten maps.

In our experiments, all the approaches showed comparable
performances in terms of the ratio between path length
and percentage of visited ROIs. Nevertheless, the MOGA
approach, all else being equal, generated paths that spent
more time in the ROIs. As in the multi-objective case, even
with a single-objective the segment-based approach tended to
produce paths with a higher number of samples in the ROIs
compared with spline-based approaches, but with higher flight
budgets the paths built with splines managed to visit every
ROI.

The ACO-based approach suffered from early convergence
and ended up visiting only a limited subset of the regions. Due
to its poor performance, we did not include the results of the
ACO-based approach in the subsequent tests.

We also computed the fitness score of the paths found
through multi-objective optimization and compared it with
the results of the algorithms that explicitly try to maximize it,
showing that our approach is capable to find more fit solutions
(Fig. 14) even if not directly optimizing for it.
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FIGURE 14. Comparison of fitness scores on the two-dimensional maps.
The multi-objective optimization yielded better fitness compared to trying
to explicitly optimize the fitness.

FIGURE 15. Vienna air quality index map and ROIs.

2) REAL SCENARIO
On top of testing our approach with synthetic data, we also
performed tests using real data from a dataset [53] with the
Air Quality Index [54] computed from the concentration
of various pollutants (CO, NO2, O3, SO2, and PM10) in
a 4 km2 area in Vienna. We interpolated (SciKit [55]
GaussianProcessClassifier with default parameters) the
samples in the dataset to obtain a discrete map with the same
resolution used in simulations (Sect. IV-A1), as shown in
Figure 15. ROIs were then obtained using the same criteria of
the simulated scenario.
In accordance with the previously discussed results, our

approach outperformed the alternatives also in this real-world
scenario. The results of these experiments are reported in
Fig 16.

Overall, these results are consistent with those obtained in
the simulated scenario.

B. THREE-DIMENSIONAL PATH PLANNING
For the analysis of the 3D performance of the approaches,
no experiments could be performed on real data due to the
lack of suitable datasets and only synthetic data was used.
We generated maps using three-dimensional Perlin noise with
the same thresholds and parameters as with the 2Dmaps. ROIs
in the generated maps, shown in Fig. 17, had highly irregular
shapes and sizes, thus they were particularly challenging.
Considering the poor performances of the ACO algorithm
in the two-dimensional tests, it was not considered for the
experiments with three-dimensional maps.

As in the 2D case, we first analyzed the length and number
of acquired samples of the two MOGA variants in the ten

FIGURE 16. Performance of the proposed approach on real data compared
to single-objective optimization techniques.

FIGURE 17. High concentration regions for three of the ten 3D maps.

maps. As in the 2D experiments, connecting the waypoints
with interpolating splines yielded worse results than using line
segments (Fig. 18). The difference between the two approaches
was more pronounced in the three-dimensional case, where
only once the spline-based approach managed to match the
performance of the line segments-based approach in terms of
the number of samples taken in the ROIs.
Then, we compared the performance of the proposed

approach with the single-objective ones, also in terms of
the percentage of visited ROIs. The performance metrics
for the solutions found by the tested algorithms on the
ten three-dimensional maps are shown in Fig. 19. The
multi-objective optimization variant based on line segments
was more effective in maximizing the number of samples taken
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FIGURE 18. Pareto fronts for each three-dimensional area. Interpolating
the waypoints with line segments led to better paths compared to spline
interpolation.

by the UAV in the ROIs compared to the spline-based MOGA
variant, with twice the maximum number of acquired samples
with no extra path length. However, in some instances, the
spline-based variant managed to visit more ROIs thanks to
the more irregular shape of the generated paths. Our method
also outperformed the other baseline approaches in terms of
samples taken in the ROIs and was no worse with respect to
the percentage of visited regions.

As in the 2D experiments, we computed the fitness of paths
produced by all the algorithms. Also in 3D path-planning
multi-objective optimization was able to findmore fit solutions
than the algorithms focused on fitness maximization (Fig. 20).

1) ROI-SAMPLES TRADE-OFF
Finally, we analyzed the relationship between the number of
useful samples acquired and the percentage of visited ROIs
under the other considered optimization algorithms (Fig. 21).
A common trend is visible in the initial part of the plots

in which the increase in acquired samples was achieved by
visiting more ROIs.

Then, the number of visited ROIs plateaued, indicating that
the already discovered regions were more thoroughly explored.

FIGURE 19. Performance of the proposed approach on the 3D maps
compared to single-objective optimization techniques.

FIGURE 20. Comparison of fitness scores on the three-dimensional maps.
Also in this case multi-objective optimization yielded better fitness
compared to trying to explicitly optimize the fitness.

Attempts to increase the number of samples resulted in the
UAV missing some regions and spending more time in the
ones that actually ended up being visited. In our approach,
however, this tendency was less drastic. Indeed, our algorithm
could select paths that visited no less ROIs than the other
strategies and at the same time acquired twice their samples,
making a more efficient use of the available resources.

2) STATISTICAL SIGNIFICANCE OF THE RESULTS
To account for the influence of random factors over MOGAs
and GAs, we also performed an analysis of the statistical
significance of our results for the 3D experiments using
Student’s t-test. Instead of considering the whole Pareto front,
this evaluation was carried for each method on the intended
solution, that is the one picked by PathSelect for MOGAs or
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FIGURE 21. Comparison of the acquired samples vs visited ROIs trade-off
for all the strategies in the 3D maps. The proposed approach allowed for
more ROI samples while maintaining a comparable percentage of visited
ROIs.

TABLE 1. Average achieved metrics for each algorithm in all the maps. The
last two rows report values obtained with solutions chosen by PathSelect
from approximate Pareto fronts generated by multiple runs of GAs.

the final single-run solution for GAs. For each algorithm the
average value of each metric was computed over all the maps
as reported in Table 1. We also evaluated the solution chosen
by PathSelect from the approximated Pareto fronts generated
by multiple runs of the GAs as previously described. These
values are shown in the lower section of Table 1, where names
of the corresponding variants are marked with asterisks.
The difference in path length and percentage of visited

ROIs between the two MOGA variants was not statistically
significant (p > 0.2). Indeed, for each map, the difference in
visited ROIs between the two MOGA variants was at most
by only one region and only in half of the experiments this
difference favored the spline-based MOGA. The other half
of the experiments either had the same number of visited
ROIs or the segment-based MOGA visited more ROIs. The
difference in percentage of visited ROIs between MOGA and
GA algorithms however was statistically significant with a
p-value below 0.005. The noticeable difference in the number
of samples between the segment-based MOGA and all other
approaches was significant (p < 0.005), while the differences
in samples between the other methods was not. Moreover, the
only statistically significant (p < 0.05) difference between
the solutions provided directly by single-objective algorithms
and those chosen by PathSelect from the approximated fronts
was the increased path length. This finding confirms that
multiple solutions from single-objective algorithms are not
able to provide a better trade-off between the considered
metrics compared to a single execution of the multi-objective
algorithm. Trying to improve the number of acquired samples

TABLE 2. Average execution time in seconds for each algorithm.

and visited ROIs doing so was ineffective and, additionally,
yielded longer paths, confirming the superiority of the
multi-objective optimization approach.

3) COMPUTATIONAL COST
Multi-objective optimization algorithms are known to be more
computationally expensive than single-objective ones, and the
proposed approach is no exception. The nondominated sorting
and crowding distance calculations scale with the cube of the
number of solutions per generation, while the single-objective
optimization algorithms perform the selection in linear time.
Nevertheless, the computational complexity of the proposed
approach is dominated by the evaluation of the objective
functions, which is linear in the number of waypoints, and
is shared with the single-objective optimization algorithms.
To better assess the trade-off between computational cost and
effectiveness, Table 2. reports the average execution time
of the algorithms across all the experiments, measured on a
single-threaded Intel Xeon Gold 6242 2.8 GHz CPU. For the
single-objective optimization algorithms, the results of all ten
runs per map were averaged. As expected, the multi-objective
optimization algorithms were more computationally expensive
than the single-objective ones. However, the difference is only
approximately 10 seconds, which is acceptable considering
the benefits of the proposed approach. Indeed, since the
genetic algorithms were executed ten times per map, the
total execution time for the single-objective optimization
algorithms was significantly higher than that of the MOGAs.
From these results, it is clear that the line segments-based
MOGA, on top of providing better paths, is also efficient in
terms of computational time, making it a viable choice for
real-world applications.

V. CONCLUSION
In this work we discussed path planning in a scenario in which
aUAV is used to augment an environmental monitoring system.
Previous research addressing such applications either suggest
extending algorithms for UAVs interacting with IoT nodes
or reduce the problem to selection of the optimal sampling
locations, exploiting only partially the capabilities of a mobile
monitoring platform. Instead, we addressed three-dimensional
UAV path planning taking full advantage of the possibility of
collecting samples throughout the whole route. The underlying
idea is to use these samples to refine estimates about some
ROIs previously determined through predictive models or
fixed sensors. Our approach uses multi-objective optimization
to maximize both the number of acquired samples and the
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number of monitored ROIs in the limited flight time of a UAV.
Additionally, maximizing time spent in a ROI may enable
the UAV to perform additional tasks, such as integrating data
from multiple on-board sensors, gathering data from ground
sensors or servicing them, also allowing to choose paths for
better accommodation of environmental variability, such as
changes in wind or precipitation.
In the evaluated scenarios, the paths generated by our

multi-objective approach outperformed those produced by
single-objective optimization methods, which are prevalent in
the current literature, with only a modest increase in execution
time. Moreover, we found that, with our problem formulation,
encoding the path as a sequence of straight lines may be
preferable to using splines. Future works will consider online
mission replanning in scenarios with lacking or partial prior
information, collection of samples of multiple pollutants,
and extending mission planning to multiple cooperating
UAVs.
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