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Abstract

In this paper, we investigate the approximate string matching problem when the allowed
edit operations are non-overlapping unbalanced translocations of adjacent factors. This kind of
edit operation takes place when two adjacent substrings of the text swap, resulting in a
modified string. The two involved substrings are allowed to be of different lengths. Such
large-scale modifications of strings have various applications, notably in fields such as
computational biology and genomics, where structural rearrangements play a key role.
However, despite their central role in many fields of text processing, little attention has
been devoted to the problem of matching strings allowing for this kind of edit operation.
In this paper, we present three algorithms for solving the problem, all of them with an
O(nm3) worst-case and an O(m2)-space complexity, where m and n are the length of the
pattern and of the text, respectively. Specifically, our first algorithm is based on the dynamic
programming approach. Our second solution improves the previous one by making use
of the Directed Acyclic Word Graph of the pattern. Finally, our third algorithm is based
on an alignment procedure. We also show that under the assumptions of equiprobability
and independence of characters, our second algorithm has an O(n log2

σ m) average time
complexity for an alphabet of size σ ≥ 4.

Keywords: approximate string matching; unbalanced translocations; non-overlapping
adjacent factors; edit operations; text algorithms; chromosomal rearrangements

MSC: 68U15; 68W40; 92-08; 68P20

1. Introduction
String comparison plays a central role in a wide range of applications, from data clean-

ing and record linkage to computational biology and digital forensics. Two fundamental
problem formulations in this area are sequence alignment, which aims to compute a sequence
of edit operations to transform one string x into another string y, and approximate string
matching, which seeks to find all substrings of y that approximately match x according to a
given similarity criterion.

These tasks arise in a wide range of domains. In computational biology, for instance,
sequence comparison often involves large-scale structural changes such as translocations
or inversions. In digital forensics, detecting structural manipulations within text-based
or binary data (e.g., logs, documents, or fragments of code) can be essential to identify
tampering or obfuscation strategies. For example, a forensic analysis may need to determine
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whether parts of a file or message have been reordered to conceal information or mislead
detection tools — a situation that can be naturally modeled using unbalanced translocations.

Over the years, several families of methods have been proposed to tackle these prob-
lems. Classical edit-based approaches are grounded in character-level operations, such as
insertions, deletions, and substitutions (as in Levenshtein distance [1]), and also include
transpositions of adjacent characters (as in Damerau distance [2]). These approaches are
efficient and well understood, and they form the backbone of many practical systems.

Other methods are based on string similarity metrics, which aim to quantify the overall
distance between two strings. Notable examples include the normalized Levenshtein dis-
tance [3] and the widely used Jaro and Jaro–Winkler metrics, which are particularly effective
for name matching and entity resolution tasks.

In parallel, a variety of token-based and Q-gram-based techniques [4] have been devel-
oped to capture partial overlaps and reorderings between substrings. These methods are
especially useful in text-heavy contexts, where robustness to noise and word-level changes
is important. More recently, hybrid methods that combine symbolic string operations with
statistical or semantic features have emerged, alongside deep learning-based models that
learn similarity patterns from data [5].

While all of these methods are valuable in their respective domains, they are gener-
ally designed to capture local or statistical variations within strings. None of them are
tailored to handle the kind of large-scale structural operations we study in this paper, namely,
non-overlapping unbalanced translocations of adjacent substrings—operations in which two
contiguous substrings of different lengths are swapped within a string.

Table 1 summarizes the known complexity results for approximate string matching
problems involving inversions and translocations, including both classical solutions and
the new algorithms introduced in this paper.

Table 1. Results related to alignment and matching of strings allowing for inversions and transloca-
tions of factors. Unless otherwise specified, all the edit operations allowed by all the listed solutions
are intended to involve only non-overlapping factors of the pattern.

AUTHORS YEAR W.C. TIME AVG TIME SPACE

Alignment with inversions
Schoniger and Waterman [6] (1992) O(n2m2) - O(m2)
Gao et al. [7] (2003) O(n2m2) - O(nm)
Chen et al. [8] (2004) O(n2m2) - O(nm)
Alves et al. [9] (2005) O(n3 log n) - O(n2)
Vellozo et al. [10] (2006) O(nm2) - O(nm)

Alignment with inversions and balanced translocations on both strings
Cho et al. [11] (2015) O(m3) - O(m2)

Pattern matching with inversions
Cantone et al. [12] (2011) O(nm) - O(m2)
Cantone et al. [13] (2013) O(nm) O(n) O(m2)

Pattern matching with unbalanced translocations
Faro and Pavone [14] (2019) O(m2) O(n) O(m)

Pattern matching with inversions and balanced translocations
Cantone et al. [15] (2010) O(nm2) O(n log m) O(m2)
Grabowski et al. [16] (2011) O(nm2) O(n) O(m)
Cantone et al. [17] (2014) O(nm2) O(n) O(m)

Pattern matching with unbalanced translocations
This paper (Algorithm 1) (2025) O(nm3) - O(m2)

This paper (Algorithm 2) (2025) O(nm3) O(n log2 m) O(m2)
This paper (Algorithm 3) (2025) O(nm3) - O(m2)
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Such structural transformations are not only theoretically interesting but also bio-
logically relevant. In the context of genomics, for instance, mutations frequently involve
entire DNA segments rather than individual nucleotides [10,11,18]. Translocations—where
a segment is moved to a different position—are among the most common chromosomal
alterations, often leading to major phenotypic effects and disease [19,20]. Specifically, un-
balanced translocations occur when two adjacent regions of different lengths are exchanged.
These events are implicated in a variety of disorders, including neurodevelopmental dis-
eases [21], and occur in the human genome with a de novo frequency of approximately 1 in
2000 births [22]. They are also commonly observed in several forms of cancer [23].

This work addresses the algorithmic challenges posed by such transformations. We
define and study new variants of the approximate string matching problem where the
allowed edit operations are restricted to non-overlapping unbalanced translocations of
adjacent substrings. To our knowledge, this class of transformations has not been previously
addressed in the literature. We introduce three novel algorithms to solve the problem,
analyze their complexity, and show how they relate to more general translocation scenarios.

1.1. Related Results

In the last three decades, much work has been made on the alignment and matching
problem, allowing for chromosomal alteration, especially for non-overlapping inversions.
Table 1 shows the list of all solutions proposed over the years, together with their worst-case,
average-case, and space complexities.

Concerning the alignment problem with inversions, a first solution based on dynamic
programming, was proposed by Schöniger and Waterman [6], which runs in O(n2m2)-time
andO(n2m2)-space on input sequences of lengths n and m. Several other papers have been
devoted to the alignment problem with inversions. The best solution is due to Vellozo
et al. [10], who proposed an O(nm2)-time and O(nm)-space algorithm, within the more
general framework of an edit graph.

Regarding the alignment problem with translocations, Cho et al. [11] presented
a first solution for the case of inversions and translocations of equal length factors (i.e.,
balanced translocations), working inO(n3)-time andO(m2)-space. However, their solution
generalizes the problem to the case where edit operations can occur on both strings and
assumes that the input sequences have the same length, namely, |x| = |y| = n.

Regarding the approximate string matching problem, a first solution was presented by
Cantone et al. [12], where the authors presented an algorithm running inO(nm) worst-case
time and O(m2)-space for the approximate string matching problem, allowing for non-
overlapping inversions. Additionally, they also provided a variant [13] of the algorithm
which has the same complexity in the worst case but achieves O(n)-time complexity on
average. Cantone et al. also proposed in [15] an efficient solution running in O(nm2)-time
and O(m2)-space for a slightly more general problem, allowing for balanced transloca-
tions of adjacent factors besides non-overlapping inversions. The authors improved their
previous result in [17], obtaining an algorithm having O(n)-time complexity on average.

We mention also the result by Grabowski et al. [16], which solves the same string
matching problem in O(nm2)-time and O(m)-space, reaching in practical cases O(n)-time
complexity.

In order to provide a unified view of the state of the art, Table 1 collects the known
complexity results for various approximate string matching problems involving structural
operations such as inversions, balanced translocations, and unbalanced translocations. The
table also includes the contributions of this paper (last three rows) for ease of comparison.
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1.2. Problem Variants and Overview of Our Approach

In previous studies, approximate string matching with translocations has been ad-
dressed primarily under the assumption that only balanced factors may be swapped. Here,
we define and distinguish several problem variants involving non-overlapping unbalanced
translocations of adjacent substrings. For each variant, we outline the corresponding
algorithmic approach, which will be developed in detail in the subsequent sections.

Given a bound δ, we formally distinguish four problem variants that capture different
goals in approximate string matching with non-overlapping unbalanced translocations
of adjacent factors. These variants differ in whether the occurrences are bounded or
unbounded and whether the goal is to count, locate, or enumerate them. Specifically, these
variants perform the following:

(a) Count the total number of approximate occurrences of x into y, allowing for an
unbounded number of translocations;

(b) Count the total number of δ-bounded approximate occurrences of x into y (i.e.,
occurrences that require at most δ translocations);

(c) Report all starting positions s into y such that x approximately occurs at position s
with at most δ translocations;

(d) For each position s into y, count how many distinct δ-bounded approximate occur-
rences of x occur at that position.

Specifically, after introducing some useful notions and basic definitions (Section 2), we
will present the following three solutions for solving variants (a), (b), and (c) and sketch
how they can be adapted to solve variant (d) as well:

• First we propose (Section 3) a solution to the problem, based on the general dynamic
programming approach, which needs O(nm3)-time and O(m2)-space [24].

• Subsequently, we propose (Section 4) a second solution to the problem that makes
use of the Directed Acyclic Word Graph of the pattern and achieves an O(n log2

σ m)-
time complexity on average for an alphabet of size σ ≥ 4, still maintaining the same
complexity in the worst case as for our first solution.

• Finally, we present (Section 5) an alternative searching algorithm for the same prob-
lem also working in O(nm3) worst-case time and O(m2)-space but based on an
alignment approach.

2. Basic Notions and Definitions
A string x of length m ≥ 0, over an alphabet Σ, is represented as a finite array x[1 .. m]

of elements of Σ. We write |x| = m to indicate its length. In particular, when m = 0, we
have the empty string ε. We denote by x[i] the i-th character of x for 1 ≤ i ≤ m. Likewise,
the factor of x, contained between the i-th and the j-th characters of x, is indicated with
x[i .. j] for 1 ≤ i ≤ j ≤ m. The set of factors of x is denoted by Fact(x) and its size is O(m2).

Let x and y be two strings over the same alphabet Σ, of length m and n, respectively,
with m ≤ n. In the following, we refer to x as the pattern, which is the string to be searched,
and to y as the text, which is the string to be searched into.

A string w ∈ Σ∗ is a suffix of x (in symbols, w ⊒ x) if w = x[i .. m] for some 1 ≤ i ≤ m.
We denote by Suff (x) the set of the suffixes of x. Similarly, we say that w is a prefix of x if
w = x[1 .. i] for some 1 ≤ i ≤ m. Additionally, we use the symbol xi to denote the prefix of
x of length i (i.e., xi = x[1 .. i]) for 1 ≤ i ≤ m and make the convention that x0 denotes the
empty string ε. In addition, we write xw for the concatenation of the strings x and w.
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For w ∈ Fact(p), we denote with end-pos(w) the set of all positions in x at which an
occurrence of w ends; formally, we put end-pos(w) := {i | w ⊒ xi}. For any given pattern
x, we define an equivalence relationRx by putting for all w, z ∈ Σ∗

w Rx z ⇐⇒ end-pos(w) = end-pos(z).

We also denote withRx (w) the equivalence class of the string w. For each equivalence
class q ofRx , we put len(q) = |val(q)|, where val(q) is the longest string w in the equivalence
class q.

Example 1. Let x = agcagccag be a string over Σ = {a, g, c, t} of length m = 9. Then we
have end-pos(ag) = {2, 5, 9}, since the substring ag occurs three times in x, ending at positions
2, 5, and 9, respectively, in that order. Similarly, we have end-pos(gcc) = {7}. Observe that
Rx (ag) = {ag, g}. Similarly, we have Rx (gc) = {agc, gc}. Thus, we have val(Rx (ag)) = ag,
len(Rx (ag)) = 2, val(Rx (gc)) = agc, and len(Rx (gc)) = 3.

The Directed Acyclic Word Graph [25] of a pattern x (DAWG, for short) is the
deterministic automaton A(x) = (Q, Σ, δ, root, F) whose language is Fact(x), where
Q = {Rx (w) : w ∈ Fact(x)} is the set of states, Σ is the alphabet of the characters in
x, root = Rx (ε) is the initial state, F = Q is the set of final states, and δ : Q× Σ→ Q is the
transition function defined by δ(Rx (y), c) = Rx (yc) for all c ∈ Σ and yc ∈ Fact(x).

We define a failure function, sℓ : Fact(x) \ {ε} → Fact(x), called suffix link, by putting
for any w ∈ Fact(x) \ {ε}

sℓ(w) = “ longest y ∈ Suff (w) such that y /∈ Rx (w)",

i.e., such that y does not belong to the same equivalence class as w, to make the intended
meaning explicitly clear and avoid any ambiguity for the reader.

The function sℓ enjoys the following property:

w Rx y =⇒ sℓ(w) = sℓ(y).

We extend the functions sℓ and end-pos to Q by putting sℓ(q) := Rx (sℓ(val(q))) and
end-pos(q) = end-pos(val(q)) for each q ∈ Q. Figure 1 shows the DAWG of the pattern
x = aggga, where solid lines represent automaton transitions and dashed lines represent
suffix links.

A distance d : Σ∗ × Σ∗ → R is a function which associates with any pair of strings x
and y the minimal cost of any finite sequence of edit operations which transforms x into y,
if such a sequence exists, ∞ otherwise.

In this paper, we consider the unbalanced translocation distance, utd(x, y), whose unique
edit operation is the translocation of two adjacent factors of the string, with possibly different
lengths. Specifically, in an unbalanced translocation, a factor of the form zw is transformed
into wz provided that both |z|, |w| > 0 (it is not necessary that |z| = |w|). We assign a unit
cost to each translocation.

Example 2. Let x = gtggccgtccag and y = ggatcccagcgt be two strings of length 12. Then
utd(x, y) = 2 since x can be transformed into y by translocating the substrings x[3 .. 4] = ga and
x[2 .. 2] = t and translocating the substrings x[6 .. 8] = cgt and x[9 .. 12] = ccag.

When utd(x, y) < ∞, we say that x and y have utd-match. If x has an utd-match with a

suffix of y, we write x
utd

⊒ y.
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Figure 1. The Directed Acyclic Word Graph (DAWG) of the pattern x = aggga. Solid lines represent
the edges of the automaton, while dashed lines represent suffix links.

3. A Dynamic Programming Solution
In this section, we present a general dynamic programming algorithm for the pattern

matching problem with adjacent unbalanced translocations. Specifically, we first describe
an algorithm for solving variant (c) of the problem. Subsequently, we discuss how to
slightly modify this algorithm for solving variant (a), (b), and (d).

Let x be a pattern of length m and y a text of length n, with n ≥ m, both over the same
alphabet Σ of size σ. In addition, let δ be a bound for the number of translocations allowed
in any approximate occurrence of x in y, with δ ≤ ⌊m/2⌋.

Our algorithm is designed to iteratively compute for j = m, m+ 1, . . . , n all the prefixes
of x which have a δ-bounded utd-match with a suffix of yj by exploiting information
gathered at previous iterations.

Since the allowed edit operations involve substrings of the pattern x, it is useful to
consider the set Fk

j of all the positions in x at which an occurrence of the suffix of yj of
length k ends. More precisely, for 1 ≤ k ≤ m and k− 1 ≤ j ≤ n, we put

Fk
j := {k− 1 ≤ i ≤ m | y[j− k + 1 .. j] ⊒ xi} .

Observe that
Fk

j ⊆ Fh
j , for 1 ≤ h ≤ k ≤ m. (1)

Example 3. Let x = cattcatgatcat and y = atcatgacttactgactta be a pattern and, respectively, a
text. Then F3

5 is the set of all positions in x at which an occurrence of the suffix of y5 of length 3
ends, namely, cat. Thus, F3

5 = {3, 7, 13}. Similarly, we have that F2
5 = {3, 7, 10, 13}. Observe that

F3
5 ⊆ F2

5.

The sets Fk
j can be computed according to the following lemma. Its proof is straightfor-

ward and is therefore omitted.

Lemma 1. Let y and x be a text of length n and a pattern of length m, respectively. Then i ∈ Fk
j if

and only if one of the following condition holds:

(a) x[i] = y[j] and k = 1;
(b) x[i] = y[j], 1 < k < i and (i− 1) ∈ Fk−1

j−1 ,

for 1 ≤ k < i < m and k− 1 ≤ j ≤ n.

Observe that based on Equation (1), we can represent the sets Fk
j by means of a single

matrix F of size m× n. Specifically, for 1 ≤ i ≤ m and 1 ≤ j ≤ n, we set F[i, j] as the length
of the longest suffix of xi which is also a suffix of yj. More formally we have

i ∈ Fk
j ⇐⇒ F[i, j] ≥ k.
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For solving the problem, it is convenient to introduce the set Qi
j for 1 ≤ i ≤ m and

1 ≤ j ≤ n, defined by

Qi
j := {t | t ≤ δ and xi

t-utd

⊒ yj}.

The size of the set Qi
j corresponds to the number of possible different alignments of

the string xi against the suffix of yj of length i, allowing for unbalanced translocations of
adjacent factors. Observe that the size of the set Q[i, j] is always less than δ. The minimum
number of translocations for transforming xi in the suffix of yj is then given by

δ(xi, y[j− i + 1 .. j]) = min(Qi
j ∪ {+∞})

where we agree upon the value +∞ in the case of no possible alignment between the two
strings. As a consequence, the pattern x has a δ-bounded utd-match ending at position j of
the text y if and only if the set Qm

j is not empty.

The sets Qi
j can then be computed by way of the recursive relations contained in the

following elementary lemmas. Its proof is straightforward and is therefore omitted.

Lemma 2. Let y and x be a text of length n and a pattern of length m, respectively. Then t ∈ Qi
j for

1 ≤ i ≤ m and i ≤ j ≤ n, if and only if one of the following two facts holds:

(i) t ≤ δ, x[i] = y[j] and t− 1 ∈ Qi−1
j−1 ∪ {−1};

(ii) t ≤ δ, (i− k) ∈ Fh
j , i ∈ Fk

j−h, and t− 1 ∈ Qi−k−h
j−k−h ∪ {−1}, for some 1 ≤ k, h < i such

that h + k ≤ i.

Notice that condition (ii) in Lemma 2 refers to a translocation of adjacent factors of
length k and h, respectively (see Figure 2).

y ... s

k︷ ︸︸ ︷
w

h︷ ︸︸ ︷
z︸ ︷︷ ︸

j

...

x u

h︷ ︸︸ ︷
z

k︷ ︸︸ ︷
w︸ ︷︷ ︸

i

Figure 2. Case (b) of Lemma 2. The prefix u of the pattern of length i− h− k has a utd-match ending
at position j− h− k of the text, i.e., (i− h− k) ∈ Pj−k−h ∪ {0}. In addition, the substring of the pattern
z = x[i− h− k + 1 .. i− k] of length h has an exact match with the substring of the text y[j− h + 1 .. j],
i.e., (i − k) ∈ Fh

j . Finally, the substring of the pattern w = x[i − k + 1 .. i] of length k has an exact

match with the substring of the text y[j− h− k + 1 .. j− h], i.e., i ∈ Fk
j−h.

For solving variant (c) of the problem, the sets Qi
j can be maintained as a matrix Q of

integer values of size n×m, where

Q[i, j] = min(Qi
j ∪ {+∞}).

Based on the recurrence relations in Lemmas 1 and 2, a general dynamic programming
algorithm can be readily constructed, characterized by an overall O(nm3)-time and O(m3)-
space complexity.

The overhead associated with computing and maintaining the sets F and Q proves to
be significant.

However, since we need only the last m columns of the matrices F and Q for computing
the next column, we can maintain them using two matrices of size m×m. The pseudocode
of the resulting dynamic programming algorithm is shown in Algorithm 1. Due to the
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four for-loops at lines 5, 7, 11, and 12, respectively, it can straightforwardly be proved that
Algorithm 1 has an O(nm3)-time and O(m2)-space complexity. Indeed, the matrices F and
Q are filled column-wise, and therefore we need to store only the last m columns at each
iteration of the for-loop at line 5.

Algorithm 1: Dynamic programming solution.
Input: A pattern x, a text y and a bound δ

Output: The number of approximate occurrences of x in y
1. for j← 1 to n do
2. for i← 1 to m do
3. Q[i, j]← ∞;
4. F[i, j]← 0;

5. Q[0, 0]← 0;
6. for j← 1 to n do
7. Q[0, j]← 0;
8. for i← 1 to m do
9. if x[i] = y[j] then

10. Q[i, j]← Q[i− 1, j− 1];
11. F[i, j]← F[i− 1, j− 1] + 1;

12. for k← 1 to i− 1 do
13. for h← 1 to i− k do
14. if F[i− h, j] ≥ k and F[i, j− k] ≥ h then
15. Q[i, j]← min(Q[i, j], Q[i− h− k, j− h− k] + 1);

16. if Q[m, j] ≤ δ then
17. Output j−m

3.1. Line-by-Line Explanation of Algorithm 1

We provide here a detailed explanation of Algorithm 1, which solves variant (c) of the
problem using dynamic programming.

3. Initialize Q[i, j]← ∞ and F[i, j]← 0 for all 1 ≤ i ≤ m and 1 ≤ j ≤ n. This step sets the
default values for the dynamic programming tables. In particular, Q[i, j] will store the
minimum number of translocations needed to transform xi into a suffix of yj.

5. Set Q[0, 0]← 0. This is the base case: the empty prefix of x matches the empty prefix of
y with zero cost.

7. For every j, set Q[0, j]← 0. This reflects that the empty prefix of x can match any prefix
of y with zero translocations.

10. If x[i] = y[j], then

– Set Q[i, j]← Q[i− 1, j− 1]. This means that a matching character extends a match
with no new translocation;

– Set F[i, j]← F[i− 1, j− 1] + 1. This increases the length of the longest suffix of xi

that matches a suffix of yj without translocations.

15. For all possible pairs of lengths (k, h) such that 1 ≤ k < i and 1 ≤ h ≤ i− k, check
whether a translocation of adjacent factors of lengths k and h can be applied. The
conditions are as follows:

– F[i − h, j] ≥ k ensures that the h-length suffix of x ending at i − h matches a
k-length suffix of y ending at j;

– F[i, j− k] ≥ h ensures that the k-length suffix of x ending at i matches an h-length
suffix of y ending at j− k.

If these conditions hold, then

Q[i, j]← min(Q[i, j], Q[i− h− k, j− h− k] + 1)
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That is, we apply one translocation and update the minimum cost accordingly.
17. After filling the matrix for the current j, check whether the full pattern x has a δ-

bounded occurrence ending at position j of the text. If so, output position j−m.

3.2. Solving Other Variants of the Problem

Algorithm 1, presented in the previous section, solves variant (c) of the approximate
string matching problem allowing for non-overlapping unbalanced translocations. In this
section, we briefly discuss how to slightly modify the algorithm to obtain a solution for
variants (a), (b), and (d), respectively.

We first start with variant (b), which consists in finding the number of all δ-bounded
approximate occurrences of x in y. In this case, it is enough to modify Algorithm 1 in
order to count the matching positions while they are given in line 17. Thus, the solution
maintains the same time and space complexity.

Variant (a) consists in finding the number of all unbounded approximate occurrences
of x in y without taking into account the approximate distances between the pattern and
its occurrences in the text. To solve this variant of the problem, it is enough to reduce the

set Q[i, j] for 1 ≤ j ≤ n to a boolean matrix where Q[i, j] = True if and only if xi
utd

⊒ yj and
Q[i, j] = False otherwise. In this context, the pattern x has a utd-match ending at position j
of the text y if and only if Q[m, j] = True.

With reference to Algorithm 1, the initialization of line 3 must be changed to set
Q[i, j] = False for 0 ≤ i ≤ m and 0 ≤ j ≤ n. Similarly, the initialization of line 5 and line 7
must be changed to set Q[i, 0] = True for 0 ≤ i ≤ n. Finally, the assignment of line 15 sets
Q[i, j] = Q[i− h− k, j− h− k], while the instruction of line 17 is performed only when Q[i, j]
is equal to True.

Variant (d) consists in finding, for each position j such that x
t-utd

⊒ yj, the number of
distinct δ-bounded approximate occurrences of x in y ending at position j. In this case, the
sets Q[i, j] must be maintained as bit-vectors of length δ, where the t-th bit of Q[i, j] is set if
and only if t ∈ Q[i, j], with 0 ≤ t < δ.

With reference to Algorithm 1, the inizialization of line 3 must be changed to set
Q[i, j] = 0δ for 0 ≤ i ≤ m and 0 ≤ j ≤ n. Similarly, the initialization of line 5 and line 7
must be changed to set Q[i, 0] = 10δ−1 for 0 ≤ i ≤ n. Finally, the assignment of line 15 sets
Q[i, j] = Q[i− h− k, j− h− k]. The instruction of line 17 is performed only when Q[i, j] ̸= 0
and returns in output all values t such that the t-th bit of Q[i, j] is set.

Observe that if δ ≤ w, the whole algorithm requires the same time and maintains
the same time and space complexity of Algorithm 1, where w is the size of a word in the
target machine. Otherwise, when δ > w, the worst-case time complexity of the algorithm is
O(nm3δ/w) while the space complexity is O(m2δ/w).

4. An Automaton-Based Algorithm
In this section, we improve the algorithm described in Section 3 by means of an

efficient method for computing the sets Fk
j for 1 ≤ j ≤ n and 1 ≤ k < j. This method makes

use of the DAWG of the pattern x and the function end-pos. In addition, we introduce an
efficient method for maintaining information from the sets Qj

i .
Let A(x) = (Q, Σ, δ, root, F) be the DAWG of x. For each position j in y, let w be the

longest factor of x which is a suffix of yj too; also, let qj be the state of A(x) such that
Rx (w) = qj, and let lj be the length of w. We call the pair (qj, lj) a y-configuration of A(x).

The idea is to compute the y-configuration (qj, lj) of A(x) for each position j of the
text while scanning the text y. The set Fk

j computed in previous iterations does not need to
be maintained explicitly; rather, it is enough to maintain only y configurations. These are
then used to compute efficiently the set Fk

j only when needed.
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Example 4. Let x = aggga be a pattern and y = aggagcatgggactaga a text, respectively. Let
A(x) = (Q, Σ, δ, root, F) be the DAWG of x as depicted in Figure 1, where root = q0 is the initial
state and F = {q1, q2, q3, q4, q5, q6, q7} is the set of final states. Edges of the DAWG are depicted in
black, while suffix links are depicted in red. Observe that after scanning the suffix y5 starting from
state q0 of A(x), we reach state q2 of the automaton. Thus, the corresponding y-configuration is
(q2, 2). Similarly, after scanning the suffix y11, we get the y-configuration (q4, 3).

The longest factor of x ending at position j of y is computed in the same way as in the
Forward DAWG Matching algorithm for the exact pattern matching problem (see [25] for
further details).

Specifically, let (qj−1, lj−1) be the y-configuration of A(x) at step (j − 1). The new
y-configuration (qj, lj) is set to (δ(q, y[j]), length(q) + 1), where q is the first node in the
suffix path ⟨qj−1, sℓ(qj−1), sℓ(2)(qj−1), . . .⟩ of qj−1, including qj−1, having a transition on
y[j], if such a node exists; otherwise, (qj, lj) is set to (root, 0) (we recall that sℓ(0)(q) = q and,
recursively, sℓ(h+1)(q) = sℓ(sℓ(h)(q)) for h ≥ 0).

Before explaining how to compute the sets Fk
j , it is convenient to introduce the partial

function ϕ : Q× N → Q, which, given a node q ∈ Q and a length k ≤ length(q), com-
putes the state ϕ(q, k) whose corresponding set of factors contains the suffix of val(q) of
length k. Roughly speaking, ϕ(q, k) is the first node p in the suffix path of q such that
length(sℓ(p)) < k.

In the preprocessing phase, the DAWG A(x) = (Q, Σ, δ, root, F), together with the
associated end-pos function, is computed. Since for a pattern x of length m we have
|Q| ≤ 2m + 1 and |end-pos(q)| ≤ m for each q ∈ Q, we need only O(m2) extra space
(see [25]).

To compute the set Fk
j for 1 ≤ k ≤ lj, we take advantage of the relation

Fk
j = end-pos(ϕ(qj, k)). (2)

Notice that in particular, we have F
lj
j = end-pos(qj).

The time complexity of the computation of ϕ(q, k) can be bounded by the length of
the suffix path of node q. Specifically, since the sequence

⟨len(sℓ(0)(q)), len(sℓ(1)(q)), . . . , 0⟩

of the lengths of the nodes in the suffix path from q is strictly decreasing, we can perform
at most len(q) iterations over the suffix link, obtaining an O(m)-time complexity.

According to Lemma 2, a translocation of two adjacent factors of length k and h,
respectively, at position j of the text y is possible only if two factors of x of lengths at least
k and h, respectively, have been recognized at both positions j and j− h, namely, if lj ≥ h
and lj−h ≥ k hold (see Figure 2).

Let ⟨h1, h2, . . . , hr⟩ be the increasing sequence of all the values h such that 1 ≤ h ≤
min(lj, lj−h). For each 1 ≤ i ≤ r, condition (ii) of Lemma 2 requires member queries on the

sets Fhi
j .

Observe that if we proceed for decreasing values of h, the sets Fh
j for 1 ≤ h ≤ lj can be

computed in constant time. Specifically, h = 1, . . . , lj − 1 Fh
j can be computed in constant

time from Fh+1
j with at most one iteration over the suffix link of the state ϕ(qj, h + 1).

Subsequently, for each member query on the set Fhi
j , condition (ii) of Lemma 2 also

requires member queries on the sets Fk
j−hi

for 1 ≤ k < hi. Let ⟨k1, k2, . . . , ks⟩ be the
increasing sequence of all the values k such that 1 ≤ k ≤ min(lj−hi

, lj−hi−k). Also, in this
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case, we can proceed by decreasing values of k to compute the sets Fk
j−hi

in constant time
for 1 ≤ k ≤ lj−hi

.

In order to efficiently maintain the elements in the sets Qj
i , we introduce the sets Pj for

1 ≤ j ≤ n as the set of all prefixes of the pattern x that have an approximate occurrence
ending at position j of the text. More formally,

Pj = {1 ≤ i ≤ m | Qj
i ] ≤ δ}.

Such sets can be maintained as linked lists in order to be able to scan in linear time, for
each position j of the text, the set of all positions i for which it holds that Qj

i ≤ δ.
The resulting algorithm for the approximate string matching problem allowing for

unbalanced translocations of adjacent factors is shown in Algorithm 2.
In the next sections, we analyze its worst-case and average-case complexity.

Algorithm 2: The automaton -based solution of variant (c).
Input: A pattern x of length m, a text y of length n and a bound δ

Output: The number of approximate occurrences of x in y
1. for j← 1 to n do
2. for i← 1 to n do
3. Q[i, j]← ∞;

4. (q0, l0)← Dawg-Delta(rootA, 0, y[0],A);
5. Q[0, 0]← 0;
6. P0 ← {0};
7. for j← 1 to n do
8. (qj, lj)← Dawg-Delta(qj−1, lj−1, y[j],A);
9. Pj ← {0};

10. Q[0, j]← 0;
11. for i ∈ Pj−1 do
12. if i < m and x[i + 1] = y[j] then
13. Q[i + 1, j]← Q[i, j− 1];

14. u← qj;
15. for h← lj downto 1 do
16. if h = len(sℓA(u)) then
17. u← sℓA(u);
18. p← qj−h;

19. for k← lj−h downto 1 do
20. if k = len(sℓA(p)) then
21. p← sℓA(p);
22. for i ∈ Pj−h−k do
23. if (i + h) ∈ end-pos(u) and (i + h + k) ∈ end-pos(p) then
24. if Q[i, j] + 1 ≤ δ then
25. Q[i + h + k, j]← min(Q[i + h + k, j], Q[i, j] + 1);
26. Pj ← Pj ∪ {(i + h + k)};

27. if Q[m, j] ≤ δ then
28. Output j−m;
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Procedure Dawg– Delta(q, l,A).
Input: The current configuration (q, l) of the automaton A and a character c
Output: The new configuration of the automaton

1. if δB(q, c) = NIL then
2. repeat
3. q← sℓ∗A(q);
4. until q = NIL or δA(q, c) ̸= NIL;
5. if q = NIL then
6. l ← 0;
7. q← rootA;

8. else
9. l ← len(q) + 1;

10. q← δA(q, c);
11. else
12. l ← l + 1;
13. q← δA(q, c);
14. return (q, l);

4.1. Explanation Line by Line of Algorithm 2

We now provide a line-by-line explanation of Algorithm 2, using the same notation as
in the pseudocode and referring to the original line numbers for clarity. Table 2 summarizes
the main symbols used in Algorithm 2 and their meanings.

3. The matrix Q[i, j] is initialized to ∞ for all i and j, meaning that no occurrence of xi in
yj has been recognized yet.

4. The initial configuration of the DAWG is computed for the empty prefix of the text:
state q0 is the root of the automaton, and l0 = 0.

5. The base case Q[0, 0] = 0 is set, meaning that matching an empty pattern with an
empty text requires zero operations.

6. The initial active set P0 = {0} is created. It indicates that the only known valid prefix
match ends at position 0 of the pattern.

7. The main loop begins. For each position j in the text, the algorithm processes character
y[j] and attempts to extend and update the matching status of the pattern.

9. The active position set for position j is reinitialized to {0}.
10. The value Q[0, j] is set to 0, indicating that the empty prefix of x matches any prefix of

y at zero cost.
11. For every i ∈ Pj−1, i.e., every position in the pattern that successfully matched up to

position j−1, the following holds:
13. If x[i + 1] = y[j], then character-by-character matching can be extended by one

position. The cost at position i + 1 is inherited from the previous state Q[i, j− 1].
15. The algorithm now begins checking for approximate matches via unbalanced translo-

cations. For each h from lj down to 1, the following holds:
17. If h equals the length of the suffix link of state u, we follow the suffix link to update u

accordingly.
19. For each k from lj−h down to 1, a similar traversal is applied to state p = qj−h.
21. Again, if k matches the length of the suffix link of p, we follow the link to update p.
22. For every i in the active set Pj−h−k, the following holds:
23. If (i + h) ∈ end-pos(u) and (i + h + k) ∈ end-pos(p), then the substrings of x of length

h and k match suffixes of y at appropriate positions, and a translocation is valid.
25. If the total number of translocations used so far plus one is still within the bound δ,

then the match is extended: Q[i + h + k, j] is updated.
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26. The new active position (i + h + k) is added to Pj.
28. After processing all candidate translocations, if the entire pattern x has an approximate

occurrence ending at j (i.e., Q[m, j] ≤ δ), then the algorithm reports the match at
position j−m.

Table 2. This table summarizes the main symbols used in Algorithm 2 and their meanings.

Symbol Description

x, y Pattern and text strings, of lengths m and n, respectively
qj, lj State and length of the longest suffix of yj recognized by the DAWG
Q[i, j] Minimum number of translocations to match prefix x1 . . . xi

with suffix yj−i+1 . . . yj
Pj Set of prefix lengths i such that x1 . . . xi has a δ-bounded

utd-match ending at yj
Fk

j Set of positions in x where suffix y[j− k + 1 . . . j] occurs
A(x) DAWG of the pattern x, a deterministic automaton for Fact(x)
δ, δ(q, c) Transition function of the DAWG
sℓ(q) Suffix link function in the DAWG
ϕ(q, k) State corresponding to the suffix of val(q) of length k
end-pos(q) Set of end positions of the factors recognized by state q

4.2. Worst-Case Time and Space Analysis

In this section, we determine the worst-case time and space analysis of the algorithm
presented in the previous section. In particular, we will refer to the solution reported in
Algorithm 2.

First of all, observe that the main for-loop at line 7 is always executed n times. For each
of its iterations, the cost of the execution of Procedure Dawg–Delta (line 8) for computing
the new y-configuration requires at most O(m)-time. Since we have |Pj| ≤ m + 1 for all
1 ≤ j ≤ n, the for-loop at line 11 is also executed O(m)-times. In addition, since we have
lj ≤ m for all 1 ≤ j ≤ n, the two nested for-loops at lines 15 and 19 are executed m times.
Observe also that the transitions of suffix links performed at lines 17 and 20 need only
constant time. Thus, at each iteration of the main for-loop, the internal for-loop at line
19 takes at most O(m)-time, while the for-loop at line 15 takes at most O(m2)-time. In
addition, the for-loop at line 22 takes at most O(m)-time, since |Pj−h−k| ≤ m + 1 and the
tests at line 23 can be performed in constant time. Summing up, Algorithm 2 has anO(nm3)

worst-case time complexity.
To evaluate the space complexity of Algorithm 2, we observe that in the worst case,

during the j-th iteration of its main for-loop, the sets Fk
j−k and Pj−k for 1 ≤ k ≤ m must be

kept in memory to handle translocations. However, as explained before, we do not keep the
values of Fk

j−k explicitly but rather we maintain only their corresponding y-configurations
of the automaton A(x). Thus, we need O(m)-space for the last m configurations of the
automaton and O(m2)-space to keep the last m + 1 values of the sets Pj−k, since the
maximum cardinality of each such set is m + 1. Observe also that although the size of the
DAWG is linear in m, the end–pos(·) function can require O(m2)-space. Therefore, the total
space complexity of Algorithm 2 is O(m2).

4.3. Average-Case Time Analysis

In this section, we evaluate the average time complexity of our new automaton-
based algorithm, assuming the uniform distribution and independence of characters in an
alphabet Σ with σ ≥ 4 characters. In our analysis we do not include the time required for
the computation of the DAWG and the end–pos(·) function, since they require O(m) and
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O(m2) worst-case time, respectively, which turn out to be negligible if we assume that m is
much smaller than n. Hence, we evaluate only the searching phase of the algorithm.

Given an alphabet Σ of size σ ≥ 4 for j = 1, . . . , n, we consider the following nonnega-
tive random variables over the sample space of the pairs of strings x, y ∈ Σ∗ of length m
and n, respectively:

• X(j) = the length lj of the longest factor of x which is a suffix of yj;

• Z(j) = |Pj|, where we recall that Pj = {1 ≤ i ≤ m | xi
utd

⊒ yj}.
Then the run-time of a call to Algorithm 2 with parameters (x, y) is proportional to

n

∑
j=1

(
Z(j− 1) + X(j) +

X(j)

∑
h=1

(
X(j− h) +

X(j−h)

∑
k=1

Z(j− h− k)

))
, (3)

where the external summation refers to the main for-loop (at line 7), the second summation
within it takes care of the internal for-loop at line 15, and the third summation refers to the
inner for-loop at line 19.

Hence, the average-case complexity of Algorithm 2 is the expectation of (3), which, by
linearity, is equal to

n

∑
j=1

(
E(Z(j− 1)) + E(X(j)) + E

(
X(j)

∑
h=1

X(j− h)

)
+ E

(
X(j)

∑
h=1

X(j−h)

∑
k=1

Z(j− h− k)

))
. (4)

where E(·) be the expectation function. Since E(X(j)) ≤ E(X(n − 1)) and E(Z(j)) ≤
E(Z(n− 1)) for 1 ≤ j ≤ n (in fact, for j = m+ 1, . . . , n all the inequalities hold as equalities),
then by putting X = X(n− 1) and Z = Z(n− 1), the expression (4) gets bounded from
above by

n

∑
j=1

(
E(Z) + E(X) + E

(
X

∑
h=1

X

)
+ E

(
X

∑
h=1

X

∑
k=1

Z

))
. (5)

Let Zi and Xh be the indicator variables defined for i = 1, . . . , m and h = 1, . . . , m,
respectively, as

Zi =

1 if i ∈ Pn

0 otherwise
and Xh =

1 if X ≥ h

0 otherwise ,

Hence

Z =
m

∑
i=1

Zi, E(Z2
i ) = E(Zi) = Pr{xi

utd

⊒ y},

X =
m

∑
h=1

Xh, and E(X2
h) = E(Xh) = Pr{X ≥ h}.

so that we have

X

∑
h=1

X = XX =

(
m

∑
h=1

Xh

)
·
(

m

∑
k=1

Xk

)
=

m

∑
h=1

m

∑
k=1

XhXk .

Therefore,
X

∑
h=1

X

∑
k=1

Z = XXZ =

(
m

∑
h=1

m

∑
k=1

XhXk

)
· Z,
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which yields the following upper bound for (5):

n

∑
j=1

(
E(Z) + E(X) + (E(Z) + 1) ·

m

∑
h=1

m

∑
k=1

E(XhXk)

)
. (6)

To estimate each of the terms E(XhXk) in (6), we apply the well-known Cauchy–
Schwarz inequality, which in the context of expectations takes the form |E(UV)| ≤√

E(U2)E(V2) for any two random variables U and V such that E(U2), E(V2), and E(UV)

are all finite.
Then, for 1 ≤ h ≤ m and 1 ≤ k ≤ m, we have

E(XhXk) ≤
√

E(X2
h)E(X2

k ) =
√

E(Xh)E(Xk) . (7)

From (7), it then follows that (6) is bounded from above by

n

∑
j=1

(
E(Z) + E(X) + (E(Z) + 1) ·

m

∑
h=1

m

∑
k=1

√
E(Xh)E(Xk)

)

=
n

∑
j=1

(
E(Z) + E(X) + (E(Z) + 1) ·

(
m

∑
h=1

√
E(Xh)

)
·
(

m

∑
k=1

√
E(Xk)

))

=
n

∑
j=1

E(Z) + E(X) + (E(Z) + 1) ·
(

m

∑
h=1

√
E(Xh)

)2
.

(8)

To better understand (8), we evaluate the expectations E(X) and E(Z) and the sum
∑m

h=1

√
E(Xh). To this purpose, it will be useful to estimate also the expectations E(Xh) =

Pr{X ≥ h} for 1 ≤ h ≤ m, and E(Xk) = Pr{xi
utd

⊒ y} for 1 ≤ k ≤ m.
Concerning E(Xh) = Pr{X ≥ h}, we reason as follows. Since y[n− h + 1 .. n] ranges

uniformly over a collection of σh strings and there can be at most min(σh, m− h+ 1) distinct
factors of length h in x, the probability Pr{X ≥ h} that one of them matches y[n− h + 1 .. n]
is at most min

(
1, m−h+1

σh

)
. Hence, for h = 1, . . . , m, we have

E(Xh) ≤ min
(

1,
m− h + 1

σh

)
. (9)

In view of (9), we have

E(X) =
m

∑
i=0

i · Pr{X = i} =
m

∑
i=1

Pr{X ≥ i} ≤
m

∑
i=1

min
(

1,
m− i + 1

σi

)
. (10)

Let h be the smallest integer 1 ≤ h < m such that m−h+1
σh < 1. Then, from (10), we have

E(X) ≤
h−1

∑
i=1

1 +
m

∑
i=h

m− i + 1
σi

≤ h− 1 + (m− h + 1)
m

∑
i=h

1
σi

< h− 1 +
σ

σ− 1
· m− h + 1

σh

< h− 1 +
σ

σ− 1
< h + 1 .

(11)
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Since m−(h+1)+1
σh+1 ≥ 1, then σh+1 ≤ m− (h + 1) + 1 ≤ m− 1, so that h + 1 < logσ m.

Hence, from (11) and h + 1 < logσ m, we obtain

E(X) < logσ m . (12)

Likewise, from (9) and h + 1 < logσ m, we have

m

∑
h=1

√
E(Xh) ≤

m

∑
h=1

√
min

(
1,

m− h + 1
σk

)

=
h−1

∑
h=1

1 +
m

∑
h=h

√
m− h + 1

σh

≤ h− 1 +
√

m− h + 1 ·
m

∑
h=h

1√
σh

< h− 1 +
√

σ√
σ− 1

·

√
m− h + 1

σh

< h− 1 +
√

σ√
σ− 1

≤ h + 1

< logσ m ,

(13)

where h is defined as above.
Next we estimate E(Zi) = Pr{xi

utd

⊒ y} for 1 ≤ i ≤ m. Let us denote by µ(i) the number
of distinct strings which have a utd-match with a given string of length i and whose

characters are pairwise distinct. Then Pr{xi
utd

⊒ y} ≤ µ(i + 1)/σi+1. From the recursion
µ(0) = 1

µ(k + 1) =
k

∑
h=0

µ(h) +
⌊ k−1

2 ⌋

∑
h=1

µ(k− 2h− 1)(for k ≥ 0) ,

i = 1, 2, . . . , m, we can bound µ(i + 1) by observing that each element contributes at most
once to the first summation (yielding at most 2i terms), and the second summation adds
at most another 2i terms. Hence, µ(i + 1) ≤ 2i + 2i = 2 · 2i = 2i+1, and by refining this
argument more tightly we can in fact bound it by 3i. So we have

E(Zi) = Pr{xi
utd

⊒ y} ≤ 3i

σi+1 . (14)

Then, concerning E(Z), from (14) we have

E(Z) = E

(
m

∑
i=1

Zi

)
=

m

∑
i=1

E(Zi) ≤
m

∑
i=1

3i

σi+1 <
1
σ
· 1

1− 3
σ

=
1

σ− 3
≤ 1 (15)

(we recall that we have assumed σ ≥ 4).
From (15), (12), and (13), it then follows that (4) is bounded from above by n · (1 +

logσ m + 3 log2
σ m), yielding an O(n log2

σ m) average-time complexity for our automaton-
based algorithm.

5. An Alignment Based Solution
In this section, we present a third solution for the approximate string alignment

problem allowing for unbalanced translocations of adjacent factors. This solution is based
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on a procedure used for checking whether an approximate match exists between two equal
length strings x and z.

The corresponding approximate string matching algorithm allowing for unbalanced
translocations of adjacent factors can be trivially obtained by iterating the given procedure
for all possible subsequences of the text of length m.

The algorithm is composed of a preprocessing and searching phase, which we describe
in Sections 5.1 and 5.2, respectively. Then, in Section 5.4, we prove the correctness of the
algorithm and discuss its worst case time complexity.

5.1. The Preprocessing Phase

During the preprocessing phase of the algorithm, three functions are computed in the
form of tables, which are then used during the alignment process.

We first define the next position function µx : Σ× {1, . . . , m} → {2, . . . , m}, associated
with a given pattern x of length m, as the function which returns the next position (to a
given input position i) where a given character c ∈ Σ occurs. Specifically, µx(c, i) is defined
as the position j > i in the pattern such that x[j] = c. If such a position does not exist, then
we set µ(c.i) = m + 1. More formally

µx(c, i) := min
(
{j | 1 ≤ i < j ≤ m and x[j] = c} ∪ {m + 1}

)
The next position function µx can be precomputed and maintained in a table of size

m× σ in O(mσ + m2) time by using Procedure Compute-Next-Position show below.

Procedure Compute-Next-Position(x).
Input: A string x of length m
Output: A table representing the next-position function µx

1. foreach c ∈ Σ do
2. for i← 1 to m do
3. µ(c, i)← m + 1;

4. for i← m downto 2 do
5. for j← i− 1 downto 1 do
6. µ(x[i], j)← i;
7. return µ;

Example 5. Let x = gtgtaccgtgt be a string of length m = 11. We have µx(g, 1) = 3, µx(g, 4) =
µx(g, 5) = 8, µx(g, 8) = 10, while µx(g, 10) = 12.

We also define the border set function ψx of a given string x as the set of the lengths
of all borders of x. Specifically, we define ψx(i, j) for each 1 ≤ i < j ≤ m as the set of the
lengths of all borders of the string x[i .. j], so that k ∈ ψx(i, j) if and only if the string x[i .. j]
has a border of length k. Formally, we have

ψx(i, j) := {k | 0 < k < j− i and x[i .. i + k− 1] = x[j− k + 1 .. j]}

Example 6. Let x = gtgtaccgtgt be a string of length m = 11. We have

ψx(1, 11) = {2, 4, 11},
ψx(1, 4) = {2, 4},
ψx(4, 9) = {1, 6},
ψx(5, 7) = {3}
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Procedure Compute-Border-Set(x).
Input: A string x of length m
Output: A table representing the border-set function Ψx

1. for i← 1 to m do
2. for j← i to m do
3. for k← i to j do
4. Ψ[i, j, k]← 0;

5. for i← 1 to m do
6. for j← i to m do
7. π ← Compute-Border-Table(x, i, j);
8. for k← 0 to j− i + 1 do
9. Ψ[i, j, π[k]]← 1 ;

10. return Ψ;

For each i, j with 1 ≤ i ≤ j ≤ m, we can represent the set ψx(i, j) by using a vector of
(j− i + 1) boolean values such that its k-th entry is set iff k ∈ ψx(i, j). More formally, the
function ψx can be maintained using a tridimensional bit-table Ψx, which we call border set
table of x, defined as

Ψx[i, j, k] :=

{
1 if x[i .. i + k− 1] = x[j− k + 1 .. j]
0 otherwise

for 1 ≤ i < j ≤ m and k < j− i.
The border set table Ψx can be computed in O(m3)-time and space by using the

procedure Compute-Border-Set, where Compute-Border-Table is the O(m) function used
in the Knuth–Morris–Pratt algorithm [26].

Observe that using Ψx we can answer in constant time to queries of the type “is k the
length of a border of the substring x[i .. j]?”, which translates to evaluating if Ψ[i, j, k] is set.

In addition, we define the shortest border function of a string x as the function ρx :
{1, . . . , m} × {1, . . . , m} → {1, . . . , m} which associates any nonempty substring of x to
the length of its shortest border. Specifically, we set ρx(i, j) to be the length of the shortest
border of the string x[i . . . j] for 1 ≤ i < j ≤ m. More formally, we have

ρx(i, j) := min
{

k | 0 ≤ k < j− i and x[i .. i + k− 1] = x[j− k + 1 .. j]
}

= min(ψ(i, j)).

It is trivial to observe that if we already computed the border set function ψx for the
pattern x, then the shortest border function ρx of x can be computed in O(m3)-time using
O(m2) space.

Example 7. Let x = gtgtaccgtgt be a string of length m = 11. According to Example 6, we have

ρx(1, 11) = 2,
ρx(1, 4) = 2,
ρx(4, 9) = 1,
ρx(5, 7) = 3.

In what follows, we will use the symbols µ, ψ, and ρ in place of µx, ψx, and ρx,
respectively, when the reference to x is clear from the context.
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5.2. The Searching Phase

The searching phase of the algorithm is based on an alignment procedure (The align-
ment procedure described in this paper has been presented in a preliminary form in [14]).
specifically designed to check, given two input strings x and y of the same length, if a
set of translocations exists allowing to be transformed x in y. The searching phase of our
Algorithm 3 simply consists in applying the alignment procedure between the pattern and
any possible substring of the text of length m.

Algorithm 3: Alignment -based solution.
Input: A pattern x and a text y
Output: The number of approximate occurrences of x in y

1. for j← 0 to n−m− 1 do
2. Γ(0) ← {(0, 0,null,null, 0)} ;
3. for i← 1 to m do
4. foreach (s1, k1, s2, k2, t) ∈ Γ(i−1) do
5. if k2 = null then
6. if x[i] = y[s + i] then
7. Γ(i) ← Γ(i) ∪ {(i, null, null, null, t)};
8. r ← µ(y[s + i], i);
9. while r ≤ m do

10. Γ(i) ← Γ(i) ∪ {(i− 1, 0, r− 1, t + 1)};
11. r ← µ(y[s + i], r);
12. else
13. if k1 = null then
14. if x[s2 + k2 + 1] = y[s + i] then
15. Γ(i) ← Γ(i) ∪ {(s1, k1, s2, k2 + 1, t)};
16. else
17. k1 ← 0;
18. if k1 ≥ 0 then
19. while s1 + k1 < s2 and k2 > 0 and x[s1 + k1 + 1] ̸= y[s + i]) do
20. b← 0;
21. repeat
22. b← b + ρ(s1 + 1, s2 + k2 − b);
23. k2 ← k2 − b;
24. k1 ← k1 + b;
25. until s1 + k1 + b < s2 and k2 − b > 0 and (k1 − s1 + 1) /∈ ϕ(s1 + 1, k1 + b);
26. if s1 + k1 ≥ s2 or k2 ≤ 0 then
27. break;
28. if x[s1 + k1 + 1] = y[s + i] then
29. if s1 + k1 = s2 and (i, null, null, null, t) /∈ Γ(i) then
30. Γ(i) ← Γ(i) ∪ {(i, null, null, null, t)} ;
31. else
32. Γ(i) ← Γ(i) ∪ {(s1, k1 + 1, s2, k2, t)};

33. if Γ(m) ̸= ∅ then
34. Output j;

The alignment procedure finds a possible utd-match between two equal-length strings.
The pseudocode of Algorithm 3 is tuned to process two strings x and y of length m, where
translocations can take place only in x.

In order to probe the details of the alignment procedure, let x and y be two strings
of length m over the same alphabet Σ. The procedure sequentially reads all characters of
the string y, proceeding from left to right. While scanning, it tries to evaluate all possible
unbalanced translocations in x which may be involved in the alignment between the
two strings.

We define a translocation attempt at position i of y for 1 ≤ i ≤ m as a quintuple of
indexes, (s1, k1, s2, k2, t), with all elements in {0, 1, 2, . . . , m} ∪ {null} and where, referring
to the string x, s1 and k1 pinpoint the leftmost position and the length of the first factor (the
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factor moved on the left), while s2 and k2 pinpoint the leftmost position and the length of
the second factor (the factor moved on the right). In this context, we refer to s1 and s2 as
the key positions of the translocation attempt. The last value t of the quintuple identifies the
cost of the attempt in terms of the number of translocations.

In the special case where no translocation takes place in the attempt, we assume by
convention that s1 = i and s2 = k1 = k2 = null (we use the value null to indicate the length
of an undefined string in order to discriminate it from the length of an empty string whose
value is 0 by definition). During the execution of the algorithm for each translocation
attempt, (s1, k1, s2, k2, t), at position i, the invariant given by the following lemma holds (in
this context, we assume that s + null = s for any s).

Lemma 3. Let y and x be two strings of length m over the same alphabet Σ. Let Γ(i) be the set of all
translocation attempts computed by Algorithm 3 during the i-th iteration. If (s1, k1, s2, k2, t) ∈ Γ(i)

then it holds that

(a) i = s1 + k1 + k2;

(b) xi
utd
= yi;

(c) if s2 ̸= null then x[s1 + 1 .. s1 + k1] = y[s2 + 1 .. s2 + k1];
(d) if s2 ̸= null then y[s2 + 1 .. s2 + k2] = y[s1 + 1 .. s1 + k2].

Proof. We prove the statement by induction on the value of i. For the base case, observe
that when i = 0, we have Γ(0) = {0, null, null, null, 0} and the statements trivially hold.

Suppose now that the statements hold for i − 1 ≥ 0 and prove that they hold also
for i. Let (s1, k1, s2, k2, t) ∈ Γ(i−1) be a translocation attempt computed at iteration i − 1.
By induction, we have s1 + k1 + k2 = i − 1. We can distinguish the following three
different cases.

If we are in Case 1 and x[i] = y[i], then (i, null, null, null, t) is added to Γ(i), which
trivially satisfies all the statements (a-d). Moreover, for each j > i such that x[j] = y[i], the
new translocation attempt (i− 1, null, j− 1, 1, t+ 1) is added to Γ(i). In this last case, we have
that the statement (b) still holds, and we have also that s1 + k1 + k2 = s1 + 1 = i− 1+ 1 = i,
so the statement (a) holds too.

If we are in Case 2, then the right factor can be extended by a single character to
the right, adding (s1, k1, s2, k2 + 1, t) to Γ(i). Also in this case, we have s1 + k1 + k2 + 1 =

i− 1 + 1 = i, and the property is satisfied.
Finally, if we are in Case 3, then the left factor can be extended by a single character to

the right, adding (s1, k1 + 1, s2, k2, t) to Γ(i), getting again s1 + k1 + 1 + k2 = i− 1 + 1 = i.
Observe also that if we close a translocation attempt (when k1 + 1 = s2), the attempt
(i, null, null, null, t) is added to Γ(i), which trivially satisfies the property.

For each 1 ≤ i ≤ m, we define Γ(i) as the set of all translocation attempts tried for the
prefix y[1 .. i], and we set Γ(0) = {(0, null, null, null), 0}.

However we can prove that it is not necessary to process all possible translocation
attempts. Some of them, indeed, lead to detect the same utd-matches so that they can be
skipped. Specifically, it can be proved that the following lemma holds.

Lemma 4. Let y and x be two strings of length m over the same alphabet Σ. Let s ⊑ y and u ⊑ x
such that |s| = |x| and s utd

= u. Moreover, assume that

(i) s.w.z ⊑ y and u.z.w ⊑ x;
(ii) s.w′.z ⊑ y and u.z.w′ ⊑ x,

with |z| > 0 and |w′| > |w| > 0. If we set i = |s.w.z| and j = |s.w′.z|, then we have
x[i + 1 .. j] utd

= y[i + 1 .. j].
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Proof. We will consider the following three cases, which depend on the length of w′ in
relation with the length of w.z. The three cases discussed below are depicted in Figure 3,
cases (a), (b), and (c), respectively.

• Case (a): Suppose first |w′| ≥ |w|+ |z|. Referring to y, we have that w.z is a prefix
of w′, and we can write w′ = w.z.a for some a ∈ Σ∗, with |a| ≥ 0. In the specific
case where |w′| = |w|+ |z|, we have w′ = w.z and a = ε. Thus, by (ii) we can write
s.w.z.a.z ⊑ y, where y[i + 1 .. j] = a.z. Similarly, we have u.z.w′ = u.z.w.z.a ⊑ x, so
that x[i + 1 .. j] = z.a. Thus, it follows that x[i + 1 .. j] utd

= y[i + 1 .. j].
• Case (b): Suppose now |w|+ |z|/2 ≤ |w′| < |w|+ |z|. Referring to y, observe that z has

a border b, with |b| ≤ |z|/2. Thus, we can write z = b.a.b for some a ∈ Σ∗, with |a| ≥ 0.
In the specific case where |b| = |z|/2, we have z = b.b and a = ε. Observe that w is a
prefix of w′. Let c be the suffix of w′ such that w′ = w.c. Since c is also the prefix of z
of length |w′| − |w| = |z| − |b|, it follows that c = b.a. Thus, we have y[i + 1 .. j] = a.b
and x[i + 1 .. j] = b.a, and it trivially follows that x[i + 1 .. j] utd

= y[i + 1 .. j].
• Case (c): Suppose finally |w′| < |w| + |z|/2. Also, in this case, z has a border b.

However, now we have |b| > |z|/2, and z is of the form z = a.b = b.a, since |a| < |b|
and a is a border of both z and b. Referring to y, we can observe also that a ⊒ w′ and
that |w′| − |w| = |a|. Thus, we have x[i + 1..j] = y[i + 1..j] = a, proving the lemma. □

The procedure iterates on the values of i for 1 ≤ i ≤ m while scanning the characters
of y, and during the i-th iteration it computes the set Γ(i) from Γ(i−1). For each translocation
attempt (s1, k1, s2, k2, t) ∈ Γ(i−1), we distinguish the following three cases (depicted in
Figure 4):

• Case 1 (s2 = k1 = k2 = null).
This is the case where no unbalanced translocation is taking place (line 6). Thus, we
simply know that xi−1

utd
= yi−1. If x[i] = y[i], the match is extended by one character by

adding the attempt (s1 + 1,null,null,null, 0) to Γi (line 7). Alternatively, when possible,
new translocation attempts are started (lines 9–11). Specifically, for each occurrence
of the character y[i] in x, at a position r next to s1, a new right factor ur is attempted
starting at position r (line 10) by extending Γ(i) with the attempt (s1, 0, r− 1, 1, t + 1).

Case (a)

y s

w︷ ︸︸ ︷ z︷ ︸︸ ︷
a ︸ ︷︷ ︸

z
︸ ︷︷ ︸

w′

x u

z︷ ︸︸ ︷ w︷ ︸︸ ︷
z a

x u

z︷ ︸︸ ︷ w′︷ ︸︸ ︷

Case (b)

y s

w︷ ︸︸ ︷ z︷ ︸︸ ︷︸ ︷︷ ︸
w′

︸ ︷︷ ︸
z

b a b a b

x u

z︷ ︸︸ ︷ w︷ ︸︸ ︷
b a b b a

x u

z︷ ︸︸ ︷ w′︷ ︸︸ ︷
b a b

Case (c)

y s

w︷ ︸︸ ︷ z︷ ︸︸ ︷︸ ︷︷ ︸
w′

︸ ︷︷ ︸
z

a b a

x u

z︷ ︸︸ ︷ w︷ ︸︸ ︷
a b a

x u

z︷ ︸︸ ︷ w′︷ ︸︸ ︷
a b

Figure 3. The three cases of Lemma 4. In Case (a), we suppose |w′| ≥ |w|+ |z|; in Case (b), it is
supposed that |w|+ |z|/2 ≤ |w′| < |w|+ |z|; finally, in Case (c), we suppose |w′| < |w|+ |z|/2.
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Case (1)

y

i−1︷︸︸︷
•

x

i−1︷︸︸︷
•

Case (2)

y

i−1︷ ︸︸ ︷
ur •

x ur︸ ︷︷ ︸
k2

•
s1 s2

Case (3.a)

y

i−1︷ ︸︸ ︷
ur uℓ •

x uℓ︸ ︷︷ ︸
k1

ur︸ ︷︷ ︸
k2

•
s1 s2

Case (3.b)

y

i−1︷ ︸︸ ︷
ur uℓ︸ ︷︷ ︸

u′ℓ

︸ ︷︷ ︸
u′r

•

x uℓ︸ ︷︷ ︸
k1

ur︸ ︷︷ ︸
k2

s1 s2

x w uℓ︸ ︷︷ ︸
k1

u′r︸ ︷︷ ︸
k2

w•
s1 s2

Figure 4. Three cases of Algorithm 3 while processing the translocation attempt (s1, k1, s2, k2) ∈ Γ(i−1)

in order to extend it by character y[i]. Character y[i] and its counterpart in x are depicted by a bullet
symbol. Case (1): xi−1

utd
= yi−1 and x[i] = y[i], then the match is extended by one character; Case (2):

the right factor ur is currently going to be recognized and x[s2 + k2 + 1] = y[i], then the right factor
ur can be extended by one character; Case (3.a): the left factor uℓ can be extended by one character to
the right; Case (3.b): the right factor uℓ cannot be extended, then we try to transfer a suffix w of ur to
the prefix position of uℓ, reducing the length k2 and extending the length k1 accordingly (w is a suffix
of ur and also a prefix of x[s1 + 1 .. s2] and, in addition, we can move uℓ to the right of |w| position
along the left factor).

• Case 2 (k1 = 0 and k2 > 0).
This is the case where an unbalanced translocation is taking place and the right factor
ur is currently going to be recognized (line 14). Specifically, we know that x[s2 + 1 .. s2 +

k2] = y[i− k2 .. i− 1] and that x[1 .. s1]
utd
= y[1 .. i− k2 − 1]. If x[s2 + k2 + 1] = y[i], the

right factor ur can be extended by one character to the right; thus, Γi is extended by
adding the attempt (s1, k1, s2, k2 + 1, t) (line 15). Otherwise, if x[s2 + k2 + 1] ̸= y[i],
then the right factor ur cannot be extended further; thus, we start recognizing the left
factor uℓ. Specifically, in this last case, we update k1 to 0 (line 17) and move to Case 3.

• Case 3 (k1 ≥ 0).
This is the case where an unbalanced translocation is taking place, the right factor ur

has been already recognized, and we are attempting to recognize the left factor uℓ.
Specifically, we know that x[s1 + 1 .. s1 + k1] = y[i− k1 .. i− 1], x[s2 + 1 .. s2 + k2] =

y[i− k1 − k2 .. i− k1 − 1], and that x[1 .. s1]
utd
= y[1 .. i− k1 − k2 − 1]. We distinguish two

sub-cases:

– Case 3.a (x[s1 + k1 + 1] = y[i]).
In this case, the left factor uℓ can be extended by one character to the right (line
24). Thus, if the left factor has been completely recognized, i.e., if s1 + k1 = s2,
then Γi is extended by adding the attempt (s1 + k1 + k2, null, null, null), t (lines
29–30), which indicates that xi

utd
= yi. Otherwise, Γ(i) is extended by adding the

attempt (s1, k1 + 1, s2, k2, t) (line 32).
– Case 3.b (x[s1 + k1 + 1] ̸= y[i]).

In this case, the right factor uℓ cannot be extended. Before quitting the translo-
cation attempt, we try to find some new factor rearrangements at the same key
positions, s1 and s2, but with different lengths, k1 and k2. Specifically, we try to
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transfer a suffix w of ur to the prefix position of uℓ, reducing the length k2 and
extending the length k1 accordingly. This can be performed only if we find a
suffix w of ur which is also a prefix of x[s1 + 1 .. s2] and, in addition, we can move
uℓ to the right of |w| position along the left factor. More formally, if we assume
that |w| = b we must have

1. |w| < |ur|, or rather b < k2 (indicating that w is a proper suffix of ur);
2. b ∈ ϕ(s1 + 1, s2 + k2) (indicating that w is a border of x[s1 + 1 .. s2 + k2]);
3. (k1 − s1 + 1) ∈ ϕ(s1 + 1, k1 + b) (indicating that uℓ is a border of x[s1 +

1 .. s1 + k1 + |w|]);
4. s1 + k1 + |w| < s2 (indicating that the updated uℓ does not overflow onto ur);
5. x[s1 + k1 + |w|+ 1] = y[i] (indicating that the updated uℓ can be extended

by y[i]).

5.3. Explanation Line by Line of Algorithm 3

We now describe Algorithm 3, which detects approximate occurrences of a pattern x
in a text y under unbalanced translocations. Table 3 summarizes the main symbols used in
Algorithm 3 and their meanings. The algorithm scans every substring y[j + 1 .. j + m] of
the text and invokes an alignment procedure to determine whether it can be transformed
into the pattern x via a bounded number of translocations. The algorithm relies on the
computation of alignment states stored in the sets Γ(i).

1. The main loop iterates over all possible windows y[j + 1 .. j + m] of the text, compar-
ing each to the pattern x.

2. This initializes the state set Γ(0) to contain a single empty alignment state: no
translocation, no ongoing factors.

3. For each character position i of the pattern x, this iterates to extend the alignment
from position i− 1 to i.

4. For each state (s1, k1, s2, k2, t) in Γ(i−1), this evaluates how the alignment can be
extended to position i of the pattern.

5. If there is no active translocation (i.e., k2 = null), then we are in the normal alignment
phase.

6. If characters match (x[i] = y[s + i]), then we can extend the match with no additional
translocations.

7. A new state is added to Γ(i) corresponding to this successful extension.
8. The next possible occurrence of y[s + i] in x after position i is retrieved from the

table µ.
9–11. For each such occurrence r, we simulate a new translocation beginning at position i:

we insert a new state with one added translocation into Γ(i).
14. If a translocation is already active (i.e., k2 ̸= null) but k1 = null, this means that we

are waiting to detect a possible swap boundary.
15. If characters match, the translocation segment can be extended.
17–18. Otherwise, we set k1 = 0 to begin scanning for a possible translocation match,

entering a refinement phase.
19–24. We attempt to reconcile the two swapped substrings by checking whether the current

lengths form a valid border. This uses the precomputed table ρ.
26. If the end of the segment is reached or the right substring is fully consumed, the

attempt is aborted.
28. If the next character matches, we can proceed with a valid translocation configuration.
29–30. If the translocation is completed, we return to the “normal” phase by inserting a

standard state into Γ(i).
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32. Otherwise, the translocation is still ongoing: we increment k1 and decrement k2

accordingly, preserving the alignment state.
33. After processing all possible alignment extensions for the current window y[j +

1 .. j + m], we check whether the set Γ(m) is nonempty.
34. If so, a valid alignment exists and we report an occurrence at position j.

Table 3. This table summarizes the main symbols used in Algorithm 3 and their meanings.

Symbol Description

x, y Pattern and text strings of lengths m and n, respectively
s Starting position of the current window in the text
i Index of current position in the pattern (from 1 to m)
Γ(i) Set of alignment configurations at position i
(s1, k1, s2, k2, t) Alignment configuration: positions and lengths of translocated blocks

and number of translocations performed
µ(c, r) Function returning the next position in x where character c occurs,

starting from r
ϕ(p, q) Function testing constraints between translocated segments
ρ(p, q) Function returning a shift value for adjusting unbalanced alignment
null Special symbol indicating absence of a value

5.4. Worst-Case Time and Space Analysis

In this section, we discuss the worst-case time and space analysis of Algorithm 3
presented in the previous section.

Let x be a pattern of length m and y be a text of length n over the same alphabet Σ,
and assume that we run Algorithm 3 for searching all δ-bounded approximate occurrences
of x in y.

Regarding the space analysis, as stated in Section 5.1, we needO(mσ) additional space
to maintain the next position function, O(m3)-space to maintain the border set function,
and O(m2)-space to maintain the shortest border function. During the searching phase,
we also need O(m)-space to maintain the key position table γ. Thus, the overall space
complexity of the algorithm is O(m3).

Regarding the time analysis, we first consider the time complexity required by a single
iteration of the main loop of line 1 of the algorithm. Specifically, let Γ(i) be the set of all
translocation attempts computed at iteration i for 0 ≤ i ≤ m.

First of all, we observe that each Γ(i) contains at most one translocation attempt with
k2 = null (i.e., of the form (s1, null, null, null), t). We put Γ(0) = {(0, null, null, null, 0)} (line 2);
thus, the statement holds for i = 0. Observe that if i > 0, then a translocation attempt of the
form (s1, null, null, null, t) can be added to Γ(i) only in line 7 or in line 30. However, by the
condition at line 29, if it is added to Γ(i) in line 7, then it cannot be added again in line 30.

We now prove that the total number of translocation attempts processed during a
single execution of the main loop of the algorithm is bounded by m3. More formally,
we have

m

∑
i=0
|Γ(i)| ≤ m3. (16)

To prove that Equation (16) holds, observe that new translocation attempts are added
to Γ(i) only when we are in Case 1. When we are in Case 2 or in Case 3, a translocation
attempt is simply rearranged by extending the right factor (Case 2) or the left factor (Case
3). As observed above, only one translocation attempt in Γ(i) is in Case 1, and the while
cycle of line 9 can add at most m− i new translocation attempts to Γ(i+1). In the worst case,
each translocation attempt added to Γ(i+1) will be closed only at iteration m; thus, it will be
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extended along the sets Γ(j) for j > i. Thus, the overall contribution of each translocation
attempt added to Γi+1 is m− i.

Consequently, the total number of translocation attempts processed during a single
iteration of the main loop of the algorithm is bounded by

m

∑
i=0
|Γ(i)| ≤ 1 +

m

∑
i=1

(m− i)2 =

= 1 +
m

∑
i=1

m2 −
m

∑
i=1

2im +
m

∑
i=1

i2 =

= 1 + m3 +
m(m + 1)(2m + 1)

6
− m(m + 1)

2
=

=
1
3

m3 − 1
2

m2 +
1
3
≤ m3.

Finally, we observe that each translocation attempt in Case 2 and Case 3.a is processed
in constant time during the execution of Algorithm 3. A translocation attempt in Case 1
may be processed in O(m− i) worst-case time. However, the overall contribution of the
while cycle at line 9 is at mostO(m2) since, as observed above, there is a single translocation
attempt in Case 1 for each Γ(i).

For a translocation attempt in Case 3, observe that at each execution of line 22, the
value of b is increased at most by 1. Then in line 23, we decrease k2 by b. Since the value of
k2 is increased only in line 15, this implies that the overall number of times the while cycle
of line 21 is executed is bounded by k2, which is at most m. Thus, the overall contribution
given by the while cycle of line 19 is O(m3).

We can conclude that the overall time complexity of a single iteration of Algorithm 3
is O(m3) and that the overall complexity of the algorithm is therefore O(nm3).

5.5. Solving Other Variants of the Problem

Algorithm 3, presented in the previous section, solves variant (c) of the approximate
string matching problem, allowing for non-overlapping unbalanced translocations. Thus,
it finds all positions s in y such that x has a δ-bounded approximate occurrence in y at
position s. In this section, we briefly discuss how to slightly modify the algorithm to obtain
a solution for variants (a), (b), and (d), respectively.

For solving variant (a) of the problem, a translocation attempt at a given position of y
can be simply represented as a quadruple of indexes (s1, k1, s2, k2). Thus, we do not need
to maintain the cost t of the attempt in terms of number of translocations. The resulting
algorithm could be simplified accordingly, although this simplification does not lead to a
reduction in terms of time or space complexity.

Variant (b) of the problem asks to find the number of all δ-bounded approximate
occurrences of x in y. In this case, it is enough to modify Algorithm 3 in order to count the
matching positions while they are given in line 34. Thus, the solution maintains the same
time and space complexity.

Finally, variant (d) of the problem asks to find for each position s in y the number of
distinct δ-bounded approximate occurrences of x in y at position s. As in the previous case,
it is enough to maintain a counter which must be increased in line 34 by the size of the
set Γm. Also in this case, the solution maintains the same time and space complexity as
Algorithm 3.
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6. Conclusions and Future Works
We addressed a variation of the approximate string matching problem, motivated by

biological applications such as chromosomal rearrangements. In particular, we focused on
edit operations consisting of non-overlapping unbalanced translocations of adjacent substrings, a
class of large-scale structural modifications not captured by classical character-level models.

We presented three algorithmic solutions to this problem, each operating in O(nm3)

worst-case time using O(m2) space. To the best of our knowledge, this is the first work
addressing approximate matching under this specific model of unbalanced translocations.

Although all three algorithms share the same asymptotic time and space complexity
in the worst case, Algorithms 2 and 3 offer distinct advantages. Specifically, we proved that
Algorithm 2 achieves an average-case time complexity ofO(n log2

σ m) under the assumption
of a uniformly random text and an alphabet of size σ ≥ 4. Moreover, Algorithm 3 follows a
constructive paradigm that is both amenable to optimization and likely to be more efficient
in practice.

While our study focuses on symbolic pattern transformations, recent work on the
correspondence between artificial neural activations and biological neurons [27] opens
intriguing perspectives on integrating structural and statistical approaches to sequence
analysis. Likewise, novel quantum frameworks for symbolic transformations, such as
those introduced in [28], suggest alternative paradigms for modeling and manipulating
complex rearrangements.

Preliminary experimental observations suggest that our methods exhibit sub-quadratic
behavior on typical inputs. However, since the problem addressed in this work is a gen-
eralization of previously studied formulations—particularly in allowing translocations
between substrings of different lengths—existing methods in the literature are not directly
applicable for comparison. Moreover, to the best of our knowledge, previous contributions
on related problems have remained purely theoretical, without providing any implemen-
tation or empirical analysis. As a result, a full experimental evaluation would require a
significant implementation effort, which we consider beyond the scope of this theoretical
contribution. For these reasons, we have deliberately left out empirical benchmarking and
dataset-based evaluations, which are planned as part of future work.
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