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ABSTRACT Spherical cameras are polydiopter cameras that use multiple lenses with overlapping field
of view to capture the scene. A spherical view of the scene is reconstructed through stitching algorithms
after correcting the distortion introduced by the lenses. These types of cameras are becoming very popular
nowadays and are of great interest in several fields ranging from production and distribution of content to
virtual reality and autonomous robotics. This paper aims to provide a simple and complete understanding
of the spherical camera model by decoupling the model and the equirectangular projection to gain insight
into the geometry underlying spherical images. The article assumes that a spherical image has been captured
and, delving into the most relevant geometric aspects, proposes algorithms to estimate the pose of a single
camera (extrinsic parameters) and the relative position of pairs of cameras (epipolar geometry) without
a priori knowledge of the characteristics of the specific device (i.e. optics) used to acquire the image. The
article demonstrates that both proposed algorithms can be derived from a common mathematical framework,
and the experimental results show that the method for estimating the relative camera pose outperforms the
state-of-the-art 8-point algorithm.

INDEX TERMS Spherical images, 360 camera, equirectangular, calibration, projection, epipolar geometry.

I. INTRODUCTION
The traditional way of explaining the image formation
process, i.e. the formation of a 2D representation of a 3D
world, makes use of the pinhole camera model and projective
transformation. In the so-called central projection, in Fig. 1a,
aray is drawn from a point p. of the 3D world through a fixed
center of projection c¢. The ray intersects an image plane in
space, and the intersection point p,, represents the 2D image
of the 3D point expressed in a coordinate system defined on
the plane [1].

As shown in Fig. 1b, in a spherical camera, a point p, of
the 3D world is projected onto an image sphere centered on ) . ) ) .

. .. . . FIGURE 1. In pinhole and spherical cameras, 3D points are projected via

the fixed projection center ¢. A ray is traced from the point pc central projection. In the former, the images lie on a plane; in the latter,
through c. The ray intersects the image sphere in space, and the images lie on a sphere centered in the projection centre c.
the intersection pg is the image of p. on the sphere.

(a) Central Proj. in Pinhole (b) Central Proj. in Spherical

If we consider the representation of these points in a

spherical coordinate system, the radius being the same for

The associate editor coordinating the review of this manuscript and all point images, we can ignore the radial coordinate and
approving it for publication was Yiming Tang . represent the points through their polar (f) and azimuthal
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(a) Unit Sphere in Cartesian Co-
ordinates

(b) Equirectangular image of the unit Sphere

(c) Equirectangular image acquired by a dioptric camera [2]

FIGURE 2. On the left, a unit sphere in a 3D Cartesian Coordinate system. The image also shows the directions of the polar ¢ and azimuthal ¢ angles in
the corresponding spherical coordinate system. In the middle, the corresponding equirectangular projection calculated by transforming surface points
into spherical coordinates and dropping the radial coordinate. On the right, an example of equirectangular image.

(¢) angles. This projection is known as equirectangular
projection and allows us to represent a sphere on a 2D
(¢-0) coordinate system. Fig. 2a shows a unit sphere in a 3D
Cartesian coordinate system. Fig. 2b shows the corresponding
equirectangular projection in the coordinate system (¢-6).
Spherical images are typically stored in equirectangular
format (see Fig. 2c for a real sample) to simplify data loading
and saving.

Since pinhole and spherical cameras both use a central
projection, the well-known geometric results obtained with
the pinhole camera model can be achieved for a spherical
camera [3]. In this paper, we take an in-depth look at the
spherical camera model and show that the problem of finding
the camera pose in a world reference frame, as well as the
problem of finding the relative pose of one camera with
respect to another, can both be solved numerically. Overall,
this paper aims at:

o describing the absolute pose estimation problem of
spherical cameras and a novel iterative technique to
estimate the extrinsic camera parameters;

« discussing epipolar geometry of spherical camera mod-
els and a novel technique to estimate the relative pose of
spherical cameras.

Interestingly, both of our novel numerical algorithms are
derived from a unified mathematical framework, namely the
orientation-preserving rigid motion problem. Experiments
have been conducted with both simulated and real data to
assess the proposed approaches and the robustness to noise
and inaccurate measurements.

A. MOTIVATIONS
Technically, 360-degree cameras belong to the class of
omnidirectional cameras [4] and are polydioptric in the sense
that they use multiple lenses with an overlapping field of
view to capture the scene. A spherical view of the scene is
reconstructed via software through stitching algorithms after
correcting for the distortion introduced by the lenses.

This kind of cameras are becoming very popular nowadays
and are of great interest in fields such as content production
and delivery [5], robotics [6], [7], augmented and virtual
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reality [8], [9]. Recently, many works [10] have focused
on both depth estimation from equirectangular images and
segmentation [11], and the use of mobile spherical cameras
is becoming of increasing interest in practical applications.
It is common to find videos/images acquired by these kind of
cameras directly in the equirectangular format, with no access
to the data collected by each single sensor.

This article does not cover the process of stitching
multiple images to obtain a spherical panorama [12], [13].
Instead, it aims to provide a simple and comprehensive
understanding of the spherical camera model. Our approach
is that of decoupling the spherical camera model and
the equirectangular projection to delve into the underlying
geometry of spherical images. This is different from what
is proposed in [14], where the problem is estimating the
parameters of the mirrors used in catadioptric cameras to
calculate perspective images. Here, we intend to reason on
the spherical cameras regardless of the way the spherical
image is projected onto a 2D plane. Other works [15], [16],
[17] have proposed methods to calibrate 360-degree cameras
by starting from the raw images collected by the fisheye
lens and accounting for lens deformation. In a similar vein,
there are works on epipolar geometry that make use of the
images obtained by the fisheye lens [18], [19]. In contrast,
this paper assumes that a spherical image has already been
captured. From this point of view, the paper addresses those
practitioners who work directly with the spherical image
(or its equirectangular representation) rather than with the
raw data from each sensor onboard, such as the dual-fisheye
images as in [20]. Provided with the already stitched images,
namely the spherical image, our goal is that of proposing
algorithms for estimating the pose of the camera and the
epipolar geometry without focusing on the characteristics of
the specific device (i.e., optics) used to acquire the image.

Il. RELATED WORK

The 360° cameras available on the market are mostly
suitable for consumer applications. Since the acquired
images are spherical, unlike traditional images, there are
not many ad-hoc algorithms to process them despite,
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in recent years, these cameras are attracting more and more
attention.

In [2], it has been proposed to use spherical videos and
projections on the tangential planes to develop a framework
for testing tracking algorithms for PTZ cameras. In a similar
vein, in [21] and [22], spherical cameras were effectively used
for surveillance purposes to track objects moving across the
scene, while in [23] a multi-pedestrian tracking for spherical
videos is proposed. The latter work exploits the findings
in [24]: knowing the camera height, it is possible to estimate
the 3D information of points on the ground in O(1) time
complexity, but only if the camera is in a canonical pose,
namely its x-y plane is parallel to the walking plane. Spherical
images have been successfully used to understand human
activities, for example to detect whether or not a person is
within areas of interest [25], [26]. Other works have focused
on classification of spherical images [27] or depth estimation.
For instance, [28] proposes a method to estimate the depth of
the monocular panoramic image with a teacher-student model
that combines equirectangular and spherical representations.
The work in [29] proposes a Distortion-Aware Monocular
Omnidirectional (DAMO) dense depth estimation network,
while the work in [30] attempts to solve the problem
employing an equirectangular geometry-biased transformer
termed EGformer.

All of the above works demonstrate the growing interest in
the use of spherical cameras.

A. ON THE CALIBRATION OF SPHERICAL CAMERAS

A comprehensive study of panorama vision, omnidirectional
cameras, calibration algorithms, and epipolar geometry has
been presented in [14]. However, the work focuses mostly
on catadioptric omnidirectional cameras in which mirrors of
varying shapes are adopted to get an omnidirectional view
of the scene. Calibration algorithms generally refer to the
Barreto-Geyer model [31], [32].

Most of the work on calibrating spherical cameras focuses
on the estimation of the intrinsic and extrinsic parameters
of each fisheye lens. In [14], the problem is estimating
the parameters of the mirrors used in catadioptric cameras
to calculate perspective images while [15], [16], [17] have
proposed methods to account for lens deformation by
processing fisheye images. Our work focuses on the problem
of estimating the camera pose from the already stitched image
and without access to the raw fisheye images. The problem
turns into estimating the camera pose, namely the extrinsic
parameters of the spherical camera.

In this sense, related work includes those on gravity
alignment (also known as horizon alignment or upright
adjustment) [33] whose aim is to change the camera frame so
that the equator of the sphere is parallel to the walking plane.
Equirectangular images represent the surface of the sphere
and, therefore, can be rotated to any orientation without
loss of information. Gravity alignment methods estimate a
rotation matrix R that aligns the walking plane with the
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equator and straightens the objects in the scene. Opera-
tionally speaking, the image transformation is performed
by projecting the image onto the unit sphere, rotating the
3D points on the sphere with the rotation matrix R, and
back-projecting the light intensities into the corresponding
pixel coordinates. Under few simple assumptions on the
world coordinate system (origin set at the camera center and
z-axis orthogonal to the walking plane), gravity alignment is
a sub-problem of the camera pose estimation. In the literature,
the matrix R has been estimated by looking at geometric cues
in the images, such as vanishing points and straight lines
in [34] and [35], whilst deep learning based approaches have
also been proposed [36], [37], [38], [39]. In particular, [36]
proposes a network to regress the Euler angles needed
to rotate to achieve the expected alignment, [39] attempts
to estimate the upward unit vector. The attention-based
network in [38] aims to estimate the inclination angles,
namely the pitch and roll angles of the camera during
imaging.

In our work, we study a more general problem, camera pose
estimation, where the origin and direction of orthogonal axes
of the world coordinate system can be arbitrary set. Thus,
our goal is that of estimating a roto-translation given point
correspondences.

B. ON THE EPIPOLAR GEOMETRY OF SPHERICAL
CAMERAS
Geometrically, for corresponding points between two spher-
ical images, there exists the same epipolar constraint as
the conventional pinhole-camera model. Therefore, in [40],
geometric properties on the rotation of the spheres are used
in a method based on the rectification of spherical-camera
images via the conventional eight-point algorithm. Later, due
to its simplicity and stability, several other approaches [41],
[42], [43], [44], [45], [46] use the traditional eight-point
algorithm [47] to infer the essential matrix and recover
the relative camera pose from two spherical views. The
work in [48] also shows that the stability of the eight-point
algorithm increases when considering wider FoV but only if
the point correspondences on the images are well-distributed
over the entire FoV. Moreover, when a large number of noisy
point correspondences is given, the eight-point algorithm
requires more iterations for outlier removal using RANSAC,
which increases the computational cost of estimating the
relative camera pose.

To account for such challenges, the work in [49] presents
a preconditioning strategy that improves the accuracy of the
estimation. The method finds a non-rigid transformation to
deform the spherical view by normalizing the points on the
spheres. The paper demonstrates that, since the field of view
of an image has a strong correlation with the stability of
the eight-point algorithm, deforming the spherical views to
increase the angular distance of the corresponding points
results in a stable solution and increases the motion parallax,
thus mitigating the presence of degenerative conditions.
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However, when using dense correspondences, estimated
by optical flow or high-resolution images as in [41], [42],
and [43], the problem of having point correspondences well
distributed on the sphere is somehow mitigated, allowing
for an accurate estimation of the essential matrix [10].
In the context of robotics and autonomous vehicles, there
have been a number of proposed approaches to extend
the structure from motion problem (SFM) to 360 imagery.
For instance, [50] proposes objective functions to min-
imize in spherical SFM, and minimize squared angular
error, while [51] proposes a probabilistic interpretation
of the spherical structure-from-motion which uses the
von Mises-Fisher distribution to model noise in point
correspondences.

The work in [52] describes the main aspects of two-
and three-view geometry for spherical cameras. It derives
the epipolar circle constraint for the three-dimensional
reconstruction of points and lines, providing also justification
for the use of the eight-point algorithm to estimate the relative
camera pose.

In this paper, we also summarize the derivation of the
epipolar circle and expressions of the epipoles.

lll. 360-CAMERA MODEL AND PROJECTIONS

We consider the projection of points in space onto a sphere
of ray r = f. In the camera coordinate frame, the center
of the sphere is set at the origin of a Cartesian coordinate
system. In the spherical camera model, a point in space with
coordinates pe = [x¢, Ve, 77 is mapped to the point on the
image sphere where a line joining the point p, to the centre
of projection (the centre of the sphere) intersects the image
sphere. The point p. is mapped to the point ps = fpe/||Pell-
All projected points will have a distance to the centre of
projection equal to f. While in the basic pinhole camera
model, after projecting on the image plane, we can ignore the
third coordinate and achieve a mapping from world to image
coordinates, in this case we still have a 3D point ps with fixed
norm f. The focal length f does not play a significant role in
the spherical camera model and can be set to any constant
value, such asf = 1.

As usual, the world coordinate frame and the camera
coordinate frame are related via a roto-translation depending
on a 3 x 3 rotation matrix R and a translation vector t such
that:

X, iw
_ w

ve | =[Re]| 7"

Zc 1

Unlike the pinhole camera model, where the projection
matrix is obtained by combining the intrinsic parameters (K)
with the extrinsic parameters ([R, t]), the spherical camera
model does not allow for the construction of a traditional
camera projection matrix. Indeed, the projection process is
non-linear, since it requires that the points are normalized
by their Euclidean norms ||pc||. Euclidean norms must be

40984

calculated after translation. In fact, while rotation does not
affect the Euclidean norm (i.e., ||Rp||> = p’R"Rp = p’p =
||p||?), translation does (i.e., |[p—t|> =P —t) /' (p—t) =
p'p+t't—2p"0) #|Ipl®).

A. EQUIRECTANGULAR PROJECTION

The most commonly used projection to map a spherical image
to an image plane is the non-linear equirectangular projection,
which simply transforms the Cartesian coordinates ps =
[xs, Vs, z]T into spherical coordinates as usual:

Vs
¢ = arctan —;
Xs

@ = arccos é;
b
p=r.

By dropping p and rescaling ¢ and 6 to consider the size
of the equirectangular image H, x W,, with H, indicating
the number of rows and W, the number of columns, it is
possible to compute the pixel information (x.,y.) of the
equirectangular image:

HREHI

e 0 ?e 0 1

B. PROJECTIONS ON TANGENT PLANES

Another common way to represent spherical images on a
plane is to consider the planes tangent to the sphere at a
point and project the spherical images onto them by central
projection, thus returning to the pinhole camera model. Fig. 3
shows, in the middle, a spherical image and, in green, a field
of view. The spherical surface within the field of view is
projected onto the tangent plane at the point ¢, which yields
a planar image.

With this projection, it is not possible to project the entire
spherical image on the tangent plane, but only a specific field
of view (less than 7r). When the field of view is exactly 7 /2,
the transformation is called cubic projection.

The image on the tangent plane can be computed by
inverse mapping, namely, for each pixel of the image,
we find the corresponding point on the sphere and then
on the equirectangular image. To simplify its computation,
it is convenient to first compute the point coordinates on
a canonical tangent plane, such as a plane tangent to the
sphere at [1, 0, 0], corresponding, in spherical coordinates,
to the point [0, /2, 1]. This point also corresponds to the
center of the planar image. The correspondences between
the pixel coordinates of the planar image and the 3D points
of the tangent plane can be found by also considering the
trigonometric relationship between the tangent of the field of
view angle o and the height H of the planar image, as shown
in Fig. 4. In particular, it holds that f tan(«/2) = H/2.
Considering f = 1, it yields a scale factor 2 tan («/2)/H that
is applied to the points in the tangent plane to make them fit
into an image of height H.
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Canonical Tangent Plane

Tangent Plane at (

From Equirectangular image to tangent plane

FIGURE 3. To project a spherical surface within a field of view of angle «, we use inverse mapping. We consider a canonical tangent plane, rotate it to the
center of the FoV g, normalize the coordinates, and transform the spherical point to pixel of the equirectangular image considering the equations in

Sec. llI-A.
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FIGURE 4. Scale factor to project a field of view « on a tangent plane and
produce an image of height H.

A 3D rotation matrix can be used to rotate all points in the
canonical tangent plane such that the plane is tangent to the
sphere at the point (in spherical coordinates) q = [¢, 0, 1].
We can use elementary rotation matrices by first rotating
around the y-axis of an angle & — /2 and then around the
z-axis of an angle ¢. Points on the sphere corresponding to
the ones on the rotated plane are found by normalizing them.
Fig. 3 shows the canonical plane, the rotated plane (¢ = 20°),
and an example of the resulting planar image on the left
(o = 40°).

IV. SPHERICAL CAMERA POSE ESTIMATION

To estimate the camera pose, it suffices to estimate the
external parameters, namely a roto-translation [R, t]. Before
delving into the details, we first review important and
well known algorithms and, later, we discuss the problem
of estimating the roto-translation given a set of points
on the sphere and a set of corresponding points in the
world.

A. RELATED PROBLEMS
The constrained orthogonal Procrustes problem aims at find-
ing an orthogonal matrix R of determinant 1 that, given two
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sets of corresponding points {pi}f.v= | and {qi}ﬁ\; |» minimizes
the mean reprojection squared error E(R) defined as

N
1 2
ER) =+ iz_l llgi — Rpill5.

The solution can be found in closed-form using the Kabsch
algorithm [53]. In particular, following [54] and defining A =
[q1, q2, ..., qn] as the matrix of size d x N whose columns
are the points qj, and B = [p1, p2, - - . , PN] as the matrix of
size d x N whose columns are the points pj, the problem can
be formulated as:

min ||4 — RBI|7.,

subjected to the constraints that R“R = I and det(R) =
1. The norm || - ||F indicates the Frobenius matrix norm.
It is shown in [54] that the matrix R that minimizes the
reprojection error can be estimated by computing the SVD
decomposition of the matrix AB” . In particular, if ABT =
UDV, then

| if det(UVT") >0
| diag(1,1,...,—1) otherwise
R=USVT. 1)
The orientation-preserving rigid motion problem is related

to the previous problem [53]. It aims to find a rotation matrix
R, a shift vector t and a scale factor s such that:

min ||A—sRB — th”||%,

R, ts

where h7 is a row vector of ones.

This problem has a closed-form solution [54] where
R is found again from the SVD decomposition of the
cross-covariance matrix X

1 N
T= Z(Qi — pa)pi — 1)’

i=1

N N
Here, o = ~>n,q and up = 5 > pi are
the mean of the columns of the two matrices A and B,
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respectively. Assuming the factorization ¥ = UDVT, then
R = USVT with S computed as before by considering the
singular matrices of X. For clarity, in the constrained orthog-
onal Procrustes problem, the rotation matrix is obtained
from the SVD decomposition of ABT, whereas in the
orientation-preserving rigid motion problem, it is obtained
from the SVD decomposition of X.
For t and s, the following equations are given:

t = ua — sRugp
trace(DS
s = # 2)
Op
D is the diagonal matrix of the singular values of X, and
ag is derived from the variance around the mean vectors of the
columns in the matrix B, namely Ul% = Ii\, vazl [lpi — uBl |§.
It should also be noted that s is a scale factor shared by all
columns in B.

B. ESTIMATING THE ABSOLUTE POSE OF A SPHERICAL
CAMERA

Our goal is to find the roto-translation transformation that
relates 3D points py expressed in a world reference system
and 3D points pg representing their projection on a sphere.
In particular, the transformation we are interested in is such
that:

pw=R"(pc—t)
=RTp. —R"t
- Qpc + b,

with Q@ = RT and b = —R"t. The point p is a
point expressed in the spherical camera frame and, in the
world reference system, the sphere is centered at —R”t.
Here, as already explained in Sec. III, it should be noted
that [|[ps|| = 1 and, being Q a rotation matrix, the
3D point in the camera frame p. has a norm ||p.|| =
[1Opcll = |lpw — b||. We stress here that the norm of p,
remains unknown until b has been estimated. In practice, the
roto-translation is applied before the projection on the sphere.
Thus,

Pw = Qpc +b
= [|pc||Qps + b
= |Ipw — b||@ps + b.

When b = 0, only the rotation matrix Q must be computed.
Since ||pw]| is known, we can find Q by solving a constrained
orthogonal Procrustes problem.

When b # 0, the problem is similar to the
orientation-preserving rigid motion one with a scale factor
that differs for each point and depends on b. To estimate
the roto-translation, we propose to use an iterative approach.
We start with a guess for the shift vector by, estimate the norm
||pw —bo|| for each point in the world, and solve the problem:

in||A — OBD, — bh” |2,
rg}ll)lll OBD; llF
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where Dy = diag(|pw,1 — boll. [IPw.2 = boll. ... [[Pw,N —
by||) is a constant diagonal matrix N x N whose elements are
the norm of the current estimates of the roto-translated points.
The diagonal values of the matrix Dg are different scale
factors, one for each point in B. Then, we solve the resulting
orientation-preserving rigid motion problem (with s = 1) to
estimate Q and b. We update by and repeat the procedure
until the estimated shift vector b does not change more than
a small tolerance or a maximum number of iterations is
reached. Once Q and b are estimated, it is possible to recover
R and t using inverse equations. The Algorithm 1 summarizes
the main steps. Most of the computational complexity lies
in the calculation of the 3 x 3 matrix X. Given a number
of correspondences N > 3, the complexity is linear
in the number of points N and the iterations needed for
convergence.

V. EPIPOLAR GEOMETRY IN SPHERICAL CAMERAS

In this section, we discuss the epipolar geometry of pinhole
and spherical cameras, review the state-of-the-art 8-point
algorithm, and finally introduce our novel iterative algorithm.

A. PINHOLE CAMERAS

Let a 3D point x project to x;, and xg on the left and
right images, respectively. As shown in Fig. 5a, in pinhole
cameras, Oy, OR, X, x;, and xR are coplanar. All points
along the ray drawn from x to Or, are projected in xy, and
correspond to an epipolar line in the right view. The epipoles
are the projections of each other onto the image planes.
A well known result from epipolar geometry [1] is that the
fundamental matrix F is such that xgZFxr, = 0. When
we consider the normalized versions of Xg and xr,, namely
x =K ’1x, with K the calibration matrix, we can introduce
the essential matrix £ = KR_TFKL_I, which leads to the

Algorithm 1 Spherical Camera Pose Estimation

Input: {(pwi, Ps,i)}?]: 1» corresponding 3D points in the
world reference system and on the sphere respectively
Output: R, t
Initialize bg = oo
Initializeb=0,n =0
A= [Pw,1, Pw2, ... pw,N]
B = [ps,1, Ps,2: - - - » Ps,N]
Calculate the mean value A of the columns of matrix A
while [|b — by|| > tol and n <maxIter do
bp=bandn=n+1
Compute matrix Dy: Dg[i, i] = ||pw.i — bol|
Compute B’ = BDj
Calculate the mean value up of the columns of B’
Calculate ¥ = % >V (Pw.i — #a)Dsli. ilpsi — )"
Calculate the SVD decomposition of & = UDV’
Estimate Q and b by Eq. 1 and Eq. 2 with s = 1
end while
return R = Q7 and t = —Qb
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(a) Epipolar Geometry in Pinhole Camera

FIGURE 5. Epipolar geometry in pinhole and spherical camera models.

relation Xg! EX) = 0. Furthermore, if one of the two cameras
is in canonical pose (namely the camera projection matrices
are P, = Ki[I|0], P = Kg[R]|t]), then E = [er]«R and
er = t, where [eRr]« is a skew-symmetric matrix formulation
of the epipole used to compute the cross product. In short,
the use of the essential matrix assumes that the cameras
are calibrated. The use of the fundamental matrix removes
this assumption and allows estimating the F matrix from the
corresponding homogeneous points expressed in the pixel
coordinates.

B. SPHERICAL CAMERAS

What has been said for pinhole cameras in terms of epipolar
geometry also applies to spherical cameras. In the spherical
images shown in Fig. 5b, we can define epipoles e, and
eR as the intersection of the spheres with the line (baseline)
joining the two sphere centers (cr, and cr). Unlike in pinhole
cameras, epipoles are always within the spherical images and,
for each spherical view, there are two opposite epipoles (the
image shows only one epipole for each view for simplicity).
The points x and x1 along the ray drawn from cr, are projected
on a circle onto the right sphere, which is analogous to the
epipolar line and is named the epipolar circle.

Let us assume that one of the unit spheres, for instance the
left one, is centered in the origin and is in canonical pose.
In the following, we use the subscript notation u/v with u, v €
{L, R}, where u denotes the sphere to which the point belongs
and v denotes the spherical camera frame in which the point
is expressed. For instance, xRy, refers to a point located on
the right sphere but represented in the reference frame on the
left. Instead, X. 1, is a generic point in the left reference frame.

The two reference systems are related as follows

XL = RT(X./R —1).

The epipole er,/1, is the projection of the center of the right
sphere cg,1, onto the left sphere: er;1, = cr/L/||Cr/LII =
—RTt/||t]|. Conversely, the right epipole in the coordinate
system centered on the right sphere is eg/r = t/|[t||. This is
similar to the expression we know for the epipole in pinhole
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(b) Epipolar Geometry in Spherical Camera

cameras, with the exception that the epipoles er,/1, and er/r
must be unit norm vectors.

To find the epipolar circle C on the right sphere correspond-
ing to the point xy,/1,, we need to calculate the intersection of
the right sphere with a plane passing through cr, 1, (namely,
the origin of the left reference frame), the point on the left
sphere x,/1, and the epipole ey, /1.. This plane can be identified
by its normal vector, which is the cross-product of x,1, and
€L, /L:

XL —tl> =1

Epipolar Circle C =
x./L(eL/L X xL,/L) = 0.

Since all points on the right sphere are the points xg;L, =
RT(XR/R — t), considering the values of the epipoles, the
properties of the scalar triple product, and by simple algebraic
manipulation, the epipolar circle is:

xL” (er/ x RTxg/R) = 0.

Thus, given an image point X/, in the first spherical view,
this point constrains the location of the corresponding point
XR/R in the second spherical view to lie on the epipolar circle.
With similar consideration, we can achieve an expression for
the epipolar circle considering a coordinate system centered
on the right sphere center:

Xr/R’ (er/R X Rx1,1) = 0.

By following [1] and using the skew-symmetric matrix of
€R /R:

xr/R” [er/RIxRX1/1, = Xg/R" EXL/1, = 0,

which is the well-known formulation given for the pinhole
camera. Here, the main difference is that all involved vectors
must have unit norm, namely they lie on unit spheres. This is
not surprising and is explained considering that both camera
models use the central projection [3].
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C. RE-INTERPRETING THE EIGHT-POINT ALGORITHM

The essential matrix E can be estimated by solving a system
of linear equations in the least squares sense using the relation
XR /RTEXL /1. = 0 over N pairs of corresponding normalized
points [1], [47]. The SVD of E is as follows (we refer to [1]
for a detailed demonstration).

E=UDVT =
100
=U|010|(WUTR) with
000
0-10
W=|100
001

The above equations mean that the smallest singular value
of E must be set to 0 to ensure that E is a valid essential
matrix. From this decomposition, since er/r and t share the
same direction, t = t/||t|| = U[0, 0, 1]” represents the shift
vector t up to a sign and a scale factor. As for the matrix R,
two possible matrices can be considered: R = UWT VT or
R = UWVT. Overall, there are 4 possible solutions to the
problem when considering a pinhole camera model, and the
solution corresponding to the proper camera configuration
should be selected. However, reconstruction is ambiguous
due to an arbitrary 3D projective transformation without prior
knowledge of camera parameters [1].

Ideally, given a pair of corresponding points xp,/;, and
XR/R, the 3D point x. /1, can be estimated, up to a scale factor,
by DLT (Direct Linear Transformation). Of course, the above
holds for both pinhole and spherical cameras. In the spherical
model, when reconstructing a 3D point x.,, it suffices to
consider that

drXpL/L = XL
dRXR/R = RX./L +t

where d, and dg are the depth of the point x./1, from each
camera. Since we only know the direction of t, we can divide
each member by |[t|| and estimate X.,;, up to a scale factor,

which we denote xf/L. By denoting with d; = d/||t]
and dp = dg/||t||, we get the following system of linear
equations:
X/
B 0O TEZ[ 0 o
I, 0, —R'xgmr|| ‘F —R"t]’
dg

where, in the block matrix, I is the 3 x 3 identity matrix,
and 0 is a 3 x 1 vector of zeros. The system of 6 equations
in 5 unknowns can be solved in the LS sense. It is possible
to choose the correct solution among the four available
by trying to reconstruct one point. The correct solution
is the one that provides positive depth estimates for d;
and dj,.

40988

D. ESTIMATING RELATIVE CAMERA POSE AND POINT
DEPTHS
Taking advantage of the knowledge of the epipolar circle, our
goal here is to estimate the parameters [R, t] that relate the
coordinate systems of the two spheres.

We also stress that the roto-translation applied to the 3D
points is:

xR =Rx . +t 4

Given a set of point correspondences between the two
spheres (xr,1, XR/R), our iterative method jointly estimates
the relative camera pose [R,t] and the depth dr,dr
of each point in the set of correspondences up to a
scale factor. The method alternates between estimating the
depths of the points and estimating the roto-translation
parameters.

Assuming the depths are known, the problem becomes
solving an orientation-preserving rigid motion problem.
In fact,

Rd;xp1, = drxg/r — |It]|t ©)

This can be written as

Rxp 1, = kixg/r — kot (6)
[1x./rll
= ™
(1% /L1l
[t[]
2= . 3)
[1x./Ll|

Overall, the relative pose of one camera with respect to the
other can be computed numerically by an iterative method
composed of 3 main steps:
o with an initial estimate of d; and dg, solve the
orientation-preserving rigid motion problem to compute
R and t by considering Eq. 5;

o use R and t to estimate optimal values of k; and
ky considering Eq. 6;

o Use k1 and k» to recover dy, and dg up to a scaling factor;

o repeat all previous steps until there are no more
significant changes in R and t or a maximum number
of iterations is reached.

To estimate the optimal values of k1 and kj, we first note
that since t = x.)r — Rx./L,, then

1t1? = 't = (x/r — Rx, )" t.
and
IIt]] = (x)r — Rx.;1)"t.
Asa consequence,

_ (X.)R — RX./L)TE
[1x./L1]
= kixg/r"t — (Rxp,) t. 9

ky
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_ To estimate the optimal value of kj, assuming that R and
t are known, and combining Eqs. 6 and 9, we minimize the
squared error E 2(ky):

E*(ky) = |lki[xr/R — (xg/R" D]
— [Rxy1 — (LU RTOH| .

Taking the derivative of the error function with respect to
k1 and setting it to zero, and by some simple algebraic steps:

B xpL R xg /R + (x1/1.  eL/L) (xR /R €r/R)

ki = (10)

1 — (xg/r" er/R)?
where, in the latter equation, we made explicit the use of the
epipoles. Once k; is known, it is easy to estimate

ky = kixg/r” er/r + xr1.” er1.- (1)

To recover the depth values dr and dp, up to a scale factor,
itis easy to see that dg = k1 /kp and dj, = 1/k». It is sufficient
to have knowledge of one point in the scene to be able to get
the true depth values of the imaged points.

Since the initial depth values are generally incorrect,
during optimization it is possible to have some inconsistent
estimates of dy and dg, which have negative values. Thus,
when computing R and t, only point correspondences for
which the current estimates of the depth values are positive
must be considered. The method finds one unambiguous
roto-translation. The proposed method is summarized in
Algorithm 2. The computational complexity of the algorithm
scales linearly with the number of iterations required for
convergence and depends on the cost of computing the
cross-covariance matrix X. Since the points are 3D, comput-
ing ¥ has a linear cost in the number of correspondences
N. The subsequent SVD is performed on a 3 x 3 matrix,
which has a constant cost. Therefore, the overall complexity
of the algorithm is linear in the number of iterations and in
the number of point correspondences.

If we analyze the 8-point algorithm, it computes the
essential matrix E by solving a least-squares problem with 3N
linear equations. Assuming that the number of unknowns is
much smaller than the number of correspondences, the cost of
computing E scales linearly with N. The subsequent SVD is
performed on a 3 x 3 matrix, which has a negligible, constant
cost. Overall, our method is slightly slower than the 8-point
algorithm because its computational cost also depends on the
number of iterations required for convergence.

E. FROM THE POINT TO THE CORRESPONDING
EPIPOLAR CIRCLE

Given the estimated rotation matrix R and translation vector
t, the epipolar circle corresponding to each point xp,/1, on
the left sphere can be computed on the right sphere. For any
azimuthal angle ¢, given the Cartesian coordinates of a point
XR/R = [X;,Yr, 2], the ratio y,/x, = tan¢, based on the
spherical-to-Cartesian transformation. Rewrite Eq. 5 as:

drxgr/R = Rdpxy1 + |t (12)
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Algorithm 2 Relative Camera Pose Estimation

Input: {(xp/L;, XR/R,i)}f.V: |» point correspondences in
Cartesian coordinates calculated from the pixels of the left
and right equirectangular images
Output: R, t, {d ;}Y |, {dr.i}Y
n=1
Initialize R to the identity matrix
Initialize t to a unit norm vector
Initialize tg to zero vector
for i € [1...N], initialize depths dg ; and d ; to 1
while ||t — tg|| > tol and n <maxlter do
to=t
n=n+1
PR = DL dRXR/R
ML = 25\1:1 dL,iXL/L,i
= ﬁ ny:l(dR,iXR/R,i — wR)(dL, XL — 1)’
Calculate the SVD decomposition of & = UDV’
Estimate R, t and s by Egs. 1 and 2
Calculate k1 ; and k» ; by Eqs. 10and 11 fori e [1...N]

. ki

Vidg,; = #

N

Vi dL:, =
end while

TABLE 1. Average errors on simulated test data over 10k runs. N is the
number of training correspondences. ||p — 51|, and ||t — t||, are the
average errors on Euler angles (degrees) and translation vector,
respectively. RE;s is the reprojection error on the unit sphere. Iter is the
average number of iterations of Alg. 1.

N | lle=5ll2 | llt—tlla | REs Iter
100 9.77e-3 1.25e-3 6.30e-5 | 16.51
50 0.05 1.39¢-3 6.84e-5 | 17.41
25 0.10 1.71e-3 8.10e-5 | 19.30
2 0.14 251e-3 | l.16e-4 | 24.14
9 0.16 5.8e-3 2.34e-4 | 28.78
6 0.63 0.04 1.56e-3 42.6
denoting with p = Rxp;, = [Xp,Yp, 2] and using the
previous ratio, we get:
dry, +t
tang = 22 Y (13)
dep +
Solving for dr , we get the following:
Iytang —t
g = BEne b (14)

L= xptang —y,

which is the depth of point x., if its corresponding point
in the right camera frame is x./g. Once d; is known for
each point of the epipolar circle, we can again use Eq. 12 to
compute the points Xg,r of the epipolar circle. An example
of point-to-circle correspondence is shown in Fig. 6, where
the circle is drawn by transforming the xg /g points into pixel
coordinates.

VI. EXPERIMENTS
We present results on simulated and real data to assess the
performance of Algs. 1 and 2.
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FIGURE 6. The point x; on the left image corresponds to a point lying on to the epipolar circle shown in the image on the right.

TABLE 2. Average reprojection errors on the sphere for the images shown in Fig. 7, using N training correspondences to estimate the parameters. Image

order: (b), (), (h), (k) (n), (c). (i), (o).

N | REX | REZ | RES | REX | RED | RES | RE! | RES | Avg
6 | 0.014 | 0.019 | 0.013 | 0.014 | 0.011 | 0.016 | 0.033 | 0.011 | 0.016
12 [ 0.012 | 0.015 | 0.010 | 0.012 | 0.009 | 0.013 | 0.029 | 0.009 | 0.014
18 | 0.011 | 0.014 | 0.009 | 0.011 | 0.009 | 0.012 | 0.029 | 0.008 | 0.013
24 | 0011 | 0.014 | 0.009 | 0.011 | 0.008 | 0.012 | 0.028 | 0.008 | 0.013

TABLE 3. Average reprojection errors in pixels on the 4K images shown in Fig. 7, using N training correspondences to estimate the parameters. Image

order: (b), (), (h), (k) (n), (c). (i), (0)-

N REpllx REpzlx RE';‘lx RE;*lx R'?lx Rng REp71x RE;‘lx Avg.
6 1546 | 18.68 | 12.81 | 16.18 | 14.31 | 16.34 | 29.75 | 11.17 | 16.84
12 | 12.69 | 15.77 | 1030 | 13.13 | 9.22 12.89 | 27.64 | 9.02 13.83
18 | 12.47 | 1490 | 9.70 | 12.82 | 8.62 12.20 | 26.87 | 8.30 13.24
24 | 12.02 | 14.51 9.44 | 1250 | 8.37 11.94 | 26.02 | 8.15 12.87

In simulation, the 3D training/test points py, and camera
positions t were uniformly sampled in [—10, 10]. The points
on the sphere ps were obtained by normalizing the points
Pc in the camera-centered frame. The camera orientations
were simulated by sampling Euler angles p uniformly in
[—m, 7], then computing the corresponding rotation matrix
R to transform ps. The ground-truth is given by t and 5.

For real-world data, we used two Garmin VIRB 360 cam-
eras to capture 5 pairs of images (8 images in total -
5 images with caml and 3 images with cam2) in a room
with checkerboards placed on walls, furniture and the floor to
facilitate 3D-to-pixel correspondence. The camera positions
and orientations were varied and a world reference frame
was established by manually measuring the positions of the

Our method estimates a rotation matrix R and a translation
vector t. We used R to estimate Euler angles p. Table 1 shows
the average L norm (|| - ||2) over ny,, = 10000 different runs
of the differences between the estimated Euler angles p (or
the translation vector t) and the ground-truth vectors /5 (or t).
We also present the average reprojection error RE; on the unit
sphere for the test points (the average is computed over the

= 100 sampled points and the runs). In particular, let us
call pg j ; the j-th test point on the sphere of the i-th run; let us
assume that the corresponding ground-truth point in the world
iS Pw,j,i» and that the algorithm has estimated the parameters
R; and t;. The average reprojection error RE; over all points
and runs is defined as:

checkerboards and cameras. In post-processing, we manually RE. — n’i z I RT Pw.ji— ti I
annotated each image by selecting the pixels corresponding to T N S5 Ps.ji [Pw.ji — till2

visible landmarks, noting that distant landmarks were harder
to localize accurately due to projection-induced detail loss.

A. CAMERA POSE ESTIMATION-SIMULATED DATA

We tested our camera pose estimation algorithm with differ-
ent numbers of training points N € {6, 9, 12, 25, 50, 100}.
Estimation errors were computed on 100 test points and
measured using the L, norm. In our algorithm, the tolerance
tol on the parameter changes was equal to 1073,
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(15)

The table also shows the average number of iterations (Iter)
necessary to estimate the parameters. Decreasing the number
of point correspondences for parameter estimation led to
an increase in all error values and the number of iterations
needed to achieve convergence. However, with only 6 point
correspondences, the L, norm of the three Euler angle vector
is less than 1 degree, indicating an even lower error on each of
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FIGURE 7. Pairs of images with numbered landmarks. On the first column, the layout of the room with a rough indication of the camera
location (star symbol) and frontal direction of one of the lens.

VOLUME 14, 2026 40991



IEEE Access

L. Lo Presti et al.: Unified Framework for Absolute and Relative Pose Estimation of Spherical Cameras

20.0

17.51

15.0+

12.51

10.0+

7.5

5.0

Error in degrees - Euler Angles

2.5

0.010 0.015 0.020 0.025

(a) std. dev. o¢

o o
o o
I -

°
[=]
Y

o
[=]
N

Re-Projection Error on sphere
=)
=)
w

o
o
=1

0.005 0.010 0.015 0.020 0.025 0.030

(C) std. dev. o¢

1.0
0.8
et
o
+ 0.6
QJ
>
20.41
w
0.2
0.005 0.010 0.015 0.020 0.025 0.030
(b) std. dev. os
- —— — N=6
w 40 N=9
S —— N=12
© — N=25
2 35]
G
3
230
=
=
Q
& 251
g
<
20
0.005 0.010 0.015 0.020 0.025 0.030
(d) std. dev. os

FIGURE 8. The figure shows how errors vary with noise level o5 and number of points N. Plot (a) reports average errors on Euler angles of R, (b) on
the translation vector t, (c) shows reprojection errors on test points, and (d) shows the average number of iterations required to estimate R and t.

the angles. However, these results are computed under ideal
conditions, with no noise on the sampled points.

We report errors for N € 6,9, 12, 25 under varying levels
of Gaussian noise added independently to the training p and
ps. After adding noise, ps points were normalized. Since ps
lies on the unit sphere, noise affects it more significantly.
The noise in py used a standard deviation o, = 10 - oy,
with o, € [0.005,0.03]. Across 10K simulations, o3 =
0.005 corresponds to ~ 13 pixels of error, and oy = 0.03 to
~ 77 pixels (assuming 4K images). Note that pixel error
varies with point location due to image distortion near the
poles.

Fig. 8 shows how error and iteration count vary with o and
the number of correspondences N. Errors decrease with larger
N and increase with higher noise, though noise has less effect
when more points are used—consistent with the least squares
nature of the method. The number of iterations decreases with
N and remains largely unaffected by noise.

B. CAMERA POSE ESTIMATION-REAL SCENARIOS

We tested our method on 8 images from Fig.7. Due to
occlusions, each image had 32-37 visible landmarks. Pose
parameters were estimated using the N € 6,12,18,24
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correspondences. For each N, 8 points were used as a test
set and the training points were randomly selected from
the rest. The experiments were repeated 1000 times, with
average reprojection errors shown in Table 2. Table 3 reports
pixel errors in 4K images, which vary by pixel location and
camera pose. To compare errors across images, the points
were normalized and rotated into a common reference frame
before computing the reprojection errors. In practice, the
reprojection error in pixels RE;y is defined as follows.

/

Psji = RiPsji

pl = Pwji—ti
Y pwi — till2

1 Nrun

np
> IEq; ;) — Eqp;, ;)2

i=1 j=1

REpix =

NyynMp

where the function Eq(-) provides the pixel coordinates on an
equirectangular image of size 5640 x 2820. Note that pixel
errors increase with the resolution of the image.

The tables show similar error trends on the sphere
and in pixels. Increasing the number of point correspon-
dences reduces error, with diminishing improvements beyond
12 points. The results on real data, likely affected by
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FIGURE 9. The figure shows the trends of the errors for varying values of
the standard deviation o5 of Gaussian noise added to the N points used
to estimate the relative camera pose. The plot in (a) shows the norm of
the errors on the Euler angles of the rotation matrix R. The one in

(b) shows the norm of the errors on the normalized displacement vector
t. Values are obtained as average over 100 runs. Solid lines represent
error trends of our algorithm. Dashed lines represent the errors of the
baseline method (eight-point Algorithm).

noise, align with the simulations (see Fig. 8(c)), showing
comparable reprojection errors on the sphere.

C. RELATIVE CAMERA POSE ESTIMATION-SIMULATED
DATA

We present results of our Algorithm 2 on simulated data and
compare with the revisited eight-point algorithm.

With exact matches and 8 correspondences, average errors
over 100 runs are ||[p — pll» = 107" and ||t — t|], =
2 x 1073, comparable to the eight-point algorithm. Unlike
that method, ours performs well even with fewer points;
with 7 correspondences, errors remain similar, though more
iterations are needed for convergence.

To test robustness, Gaussian noise (o; € [0.005,0.03])
was added to training points on the spheres, followed by
normalization to constrain the points laying onto the spheres.
The experiments used N € 8,12, 18,24 training points,
with errors measured at 100 random test points and repeated
100 times. Fig. 9 compares the errors in Euler angles and
displacement vectors for our method (solid lines) and the
eight-point baseline (dashed lines). Errors decrease with
more points and increase with noise. Our method generally
outperforms the baseline, especially with only 8 points.

Fig. 10 shows the reconstruction errors for varying N when
increasing the noise levels. The error is computed at 100 test
points, and errors are averaged over 100 runs.
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FIGURE 10. The figure shows the trends of the errors for varying values of
the standard deviation o5 of Gaussian noise added to the N points used
to estimate the relative camera pose. The plot refers to the average
reconstruction errors of 100 random test points. Values are obtained as
average over 100 runs. Solid lines represent error trends of our algorithm.
Dashed lines represent the errors of the baseline method (eight-point
Algorithm).

TABLE 4. Average errors on real data over 20 random runs. N is the
number of training correspondences. ||p — 51|, and ||t — ||, denote
average errors on Euler angles (degrees) and displacement vector,
respectively.

Method | N | [lp—pllz | It — ¥l
Ours 8 3.66 0.054
8 points Alg. 8 50.65 0.504
Ours 12 1.34 0.015
8 points Alg. 12 3.24 0.045
Ours 16 1.07 0.012
8 points Alg. 16 2.01 0.026
Ours 24 0.83 0.009
8 points Alg. 24 1.15 0.016

D. RELATIVE CAMERA POSE ESTIMATION-REAL DATA

To test our method, we considered the 8 images in Fig 7. The
images are collected by varying the relative position and pose
of the two cameras. We considered the 15 pairs of images (all
possible combinations considering one image selected from
the 5 acquired by cam1 and another from the 3 available from
cam?2). For each pair, we used the landmarks that are visible
in both cameras.

Based on the positions and camera poses in the world
coordinate system, we compute the expected relative camera
pose, which we use to estimate the errors of our proposed
method and of the eight-point algorithm.

We randomly select N landmark correspondences as
a training set, with N € {8, 12,16,24}. We repeated
each experiment 20 times (changing the selected landmark
correspondences) and report in Table 4 the average errors in
the shift (t) and angle vectors (p) over the 15 pairs.

As shown in the table, our method significantly out-
performs the eight-point algorithm when few landmark
correspondences are given. The performance gap decreases
when more correspondences are available. We stress here
that the N correspondences are randomly selected and sparse
around the camera. From this point of view, it seems
that our method is more robust to the selection of pixel
correspondences with respect to the eight-point algorithm.

40993



IEEE Access

L. Lo Presti et al.: Unified Framework for Absolute and Relative Pose Estimation of Spherical Cameras

FIGURE 11. The corresponding pixels are marked in green. The white epipolar circle is the ground truth; the blue one is drawn using the relative pose
estimated by our method, and the red one is drawn using the relative pose estimated by the eight-point algorithm using 8 point correspondences. All
three curves pass close to the corresponding landmark.

The weakness we found in the eight-point algorithm is
confirmed by previous studies, such as the work in [48] that
shows how the method presents some instability when point
correspondences on the images are not well-distributed over
the entire FoV, a condition that is more difficult to obtain with
few correspondences.

Fig. 11 shows two corresponding images. In the image on
the left, two points are selected. The image on the right shows
the corresponding epipolar circles computed with our method
(in blue) and the eight-point algorithm (in red), respectively.
The one in red is drawn using the expected relative pose.
As the image shows, there is a small difference between the
two circles, and the actual corresponding point on the image
on the right is close to both circles.

VIl. CONCLUSION
This paper describes the spherical camera model by detailing
the process of projecting world points onto the surface
of a unit sphere. It also presents the most commonly
used projections for handling data acquired as spherical
images, namely equirectangular and cubic projections. To the
best of our knowledge, there is no device/calibration
independent framework for estimating the camera pose
given correspondences between 3D world points and pixels
in an equirectangular image. Furthermore, the eight-point
algorithm is generally used to find the relative camera pose
given the correspondences between pixels in two spherical
images. To fill this gap, this paper proposes two novel
iterative algorithms, one to estimate the camera pose and
another to estimate the relative camera pose, both solving
variants of the orientation-preserving rigid motion problem.
Experiment were conducted on both simulated and real
data to evaluate the proposed approaches and to assess their
robustness to noise and measurement inaccuracies. Although
our method outperforms the eight-point algorithm when only
a few correspondences are available, it is slower than the
baseline. This is because the eight-point algorithm requires
only a single application of SVD, whereas our iterative
method applies SVD multiple times. However, our method is
capable of estimating the depth values of the corresponding
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pixels (up to a scale factor). Moreover, while the eight-point
algorithm yields four possible solutions — among which one
must be selected — our method provides a single plausible
solution.

Some limitations of the proposed methods warrant discus-
sion. First, the proposed approach assumes that point corre-
spondences are provided as input. Although this assumption
is consistent with many applications involving static camera
setups, the framework would benefit from the integration
of automatic feature extraction and matching techniques
for spherical images, enabling its application to scenarios
with mobile cameras. Nonetheless, reliable feature extraction
and matching in spherical imagery remains a challenging
problem, largely due to the non-linear distortions induced
by the equirectangular projection. Second, as demonstrated in
the experimental evaluation, performance may degrade when
the available correspondences are noisy, which adversely
affects the numerical stability of the least-squares estimation.
Finally, the current formulation does not explicitly address
the presence of outliers (noisy point correspondences), which
are commonly encountered in real-world conditions when
point correspondences are obtained using automatic feature
detectors. Thus, in the case of automatic point correspon-
dence extraction, RANSAC or other outlier rejection methods
should be employed.

Future work could focus on integrating automatic feature
extraction and matching pipelines tailored to spherical
imagery, as well as robust estimation techniques such as
RANSAC to handle outliers in the point correspondences
set. Moreover, we will investigate the use of these geometric
notions to enhance depth estimation from equirectangular
images and to develop algorithms for mobile 360° cameras.
We also plan to explore the application of these tech-
niques in robotics, particularly in scenarios where a robot
equipped with spherical cameras navigates and explores
its environment. In this sense, we plan to explore the
extension of the proposed approaches to sequential spherical
images, enabling applications in visual odometry and SLAM
for robots equipped with 360-degree cameras. Finally, the
application of these techniques in virtual and augmented
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reality scenarios, where real-time performance is critical and
access to device-specific calibration is not feasible, is also
promising.
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